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UNIT 1
Overview of Database
A Database is a collection of related data organised in a way that data can be easily accessed,
managed and updated. Any piece of information can be a data, for example name of your
school. Database is actualy a place where related piece of information is stored and various
operations can be performed on it.

DBMS
A DBMS is a software that allows creation, definition and manipulation of database. Dbms is
actualy a tool used to perform any kind of operation on data in database. Dbms also provides
protection and security to database. It maintains data consistency in case of multiple users.
Here are some examples of popular dbms, MySql, Oracle, Sybase, Microsoft Access and
IBM DB2 etc.

Components of Database System
The database system can be divided into four components.



Users : Users may be of various type such as DB administrator, System developer and
End users.

Page 1 of 175

DBMS NOTES



SYMCA

Database application : Database application may be Personal, Departmental, Enterprise
and Internal



DBMS : Software that allow users to define, create and manages database access, Ex:
MySql, Oracle etc.



Database : Collection of logical data.

Database is a collection of related data and data is a collection of facts and figures that can
be processed to produce information.
Mostly data represents recordable facts. Data aids in producing information, which is based
on facts. For example, if we have data about marks obtained by all students, we can then
conclude about toppers and average marks.
A database management system stores data in such a way that it becomes easier to retrieve,
manipulate, and produce information.
Characteristics
Traditionally, data was organized in file formats. DBMS was a new concept then, and all the
research was done to make it overcome the deficiencies in traditional style of data
management. A modern DBMS has the following characteristics −


Real-world entity − A modern DBMS is more realistic and uses real-world entities to
design its architecture. It uses the behavior and attributes too. For example, a school
database may use students as an entity and their age as an attribute.



Relation-based tables − DBMS allows entities and relations among them to form
tables. A user can understand the architecture of a database just by looking at the table
names.



Isolation of data and application − A database system is entirely different than its
data. A database is an active entity, whereas data is said to be passive, on which the
database works and organizes. DBMS also stores metadata, which is data about data,
to ease its own process.



Less redundancy − DBMS follows the rules of normalization, which splits a relation
when any of its attributes is having redundancy in values. Normalization is a
mathematically rich and scientific process that reduces data redundancy.



Consistency − Consistency is a state where every relation in a database remains
consistent. There exist methods and techniques, which can detect attempt of leaving
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database in inconsistent state. A DBMS can provide greater consistency as compared
to earlier forms of data storing applications like file-processing systems.


Query Language − DBMS is equipped with query language, which makes it more
efficient to retrieve and manipulate data. A user can apply as many and as different
filtering options as required to retrieve a set of data. Traditionally it was not possible
where file-processing system was used.



ACID Properties − DBMS follows the concepts of Atomicity, Consistency, Isolation,
and Durability (normally shortened as ACID). These concepts are applied on
transactions, which manipulate data in a database. ACID properties help the database
stay healthy in multi-transactional environments and in case of failure.



Multiuser and Concurrent Access − DBMS supports multi-user environment and
allows them to access and manipulate data in parallel. Though there are restrictions on
transactions when users attempt to handle the same data item, but users are always
unaware of them.



Multiple views − DBMS offers multiple views for different users. A user who is in the
Sales department will have a different view of database than a person working in the
Production department. This feature enables the users to have a concentrate view of
the database according to their requirements.



Security − Features like multiple views offer security to some extent where users are
unable to access data of other users and departments. DBMS offers methods to impose
constraints while entering data into the database and retrieving the same at a later stage.
DBMS offers many different levels of security features, which enables multiple users
to have different views with different features. For example, a user in the Sales
department cannot see the data that belongs to the Purchase department. Additionally,
it can also be managed how much data of the Sales department should be displayed to
the user. Since a DBMS is not saved on the disk as traditional file systems, it is very
hard for miscreants to break the code.

Users
A typical DBMS has users with different rights and permissions who use it for different
purposes. Some users retrieve data and some back it up. The users of a DBMS can be broadly
categorized as follows −
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Administrators − Administrators maintain the DBMS and are responsible for
administrating the database. They are responsible to look after its usage and by whom
it should be used. They create access profiles for users and apply limitations to
maintain isolation and force security. Administrators also look after DBMS resources
like system license, required tools, and other software and hardware related
maintenance.



Designers − Designers are the group of people who actually work on the designing
part of the database. They keep a close watch on what data should be kept and in what
format. They identify and design the whole set of entities, relations, constraints, and
views.



End Users − End users are those who actually reap the benefits of having a DBMS.
End users can range from simple viewers who pay attention to the logs or market rates
to sophisticated users such as business analysts.
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Advantages of DBMS
The database management system has promising potential advantages, which are explained
below:
1. Controlling Redundancy: In file system, each application has its own private files, which
cannot be shared between multiple applications. 1:his can often lead to considerable
redundancy in the stored data, which results in wastage of storage space. By having centralized
database most of this can be avoided. It is not possible that all redundancy should be eliminated.
Sometimes there are sound business and technical reasons for· maintaining multiple copies of
the same data. In a database system, however this redundancy can be controlled.
For example: In case of college database, there may be the number of applications like General
Office, Library, Account Office, Hostel etc. Each of these applications may maintain the
following information into own private file applications:
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It is clear from the above file systems, that there is some common data of the student which
has to be mentioned in each application, like Rollno, Name, Class, Phone_No~ Address etc.
This will cause the problem of redundancy which results in wastage of storage space and
difficult to maintain, but in case of centralized database, data can be shared by number of
applications and the whole college can maintain its computerized data with the following
database:

It is clear in the above database that Rollno, Name, Class, Father_Name, Address,
Phone_No, Date_of_birth which are stored repeatedly in file system in each application, need
not be stored repeatedly in case of database, because every other application can access this
information by joining of relations on the basis of common column i.e. Rollno. Suppose any
user of Library system need the Name, Address of any particular student and by joining of
Library and General Office relations on the basis of column Rollno he/she can easily retrieve
this information.
Thus, we can say that centralized system of DBMS reduces the redundancy of data to great
extent but cannot eliminate the redundancy because RollNo is still repeated in all the relations.
2. Integrity can be enforced: Integrity of data means that data in database is always accurate,
such that incorrect information cannot be stored in database. In order to maintain the integrity
of data, some integrity constraints are enforced on the database. A DBMS should provide
capabilities for defining and enforcing the constraints.
For Example: Let us consider the case of college database and suppose that college having only
BTech, MTech, MSc, BCA, BBA and BCOM classes. But if a \.,ser enters the class MCA, then
this incorrect information must not be stored in database and must be prompted that this is an
invalid data entry. In order to enforce this, the integrity constraint must be applied to the class
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attribute of the student entity. But, in case of file system tins constraint must be enforced on all
the application separately (because all applications have a class field).
In case of DBMS, this integrity constraint is applied only once on the class field of the
General Office (because class field appears only once in the whole database), and all other
applications will get the class information about the student from the General Office table so
the integrity constraint is applied to the whole database. So, we can conclude that integrity
constraint can be easily enforced in centralized DBMS system as compared to file system.
3. Inconsistency can be avoided : When the same data is duplicated and changes are made at
one site, which is not propagated to the other site, it gives rise to inconsistency and the two
entries regarding the same data will not agree. At such times the data is said to be inconsistent.
So, if the redundancy is removed chances of having inconsistent data is also removed.
Let us again, consider the college system and suppose that in case of General_Office file
it is indicated that Roll_Number 5 lives in Amritsar but in library file it is indicated that
Roll_Number 5 lives in Jalandhar. Then, this is a state at which tIle two entries of the same
object do not agree with each other (that is one is updated and other is not). At such time the
database is said to be inconsistent.
An inconsistent database is capable of supplying incorrect or conflicting information. So there
should be no inconsistency in database. It can be clearly shown that inconsistency can be
avoided in centralized system very well as compared to file system ..
Let us consider again, the example of college system and suppose that RollNo 5 is .shifted from
Amritsar to Jalandhar, then address information of Roll Number 5 must be updated, whenever
Roll number and address occurs in the system. In case of file system, the information must be
updated separately in each application, but if we make updation only at three places and forget
to make updation at fourth application, then the whole system show the inconsistent results
about Roll Number 5.
In case of DBMS, Roll number and address occurs together only single time in General_Office
table. So, it needs single updation and then an other application retrieve the address information
from General_Office which is updated so, all application will get the current and latest
information by providing single update operation and this single update operation is propagated
to the whole database or all other application automatically, this property is called as
Propagation of Update.
We can say the redundancy of data greatly affect the consistency of data. If redundancy is less,
it is easy to implement consistency of data. Thus, DBMS system can avoid inconsistency to
great extent.
4. Data can be shared: As explained earlier, the data about Name, Class, Father __name etc.
of General_Office is shared by multiple applications in centralized DBMS as compared to file
system so now applications can be developed to operate against the same stored data. The
applications may be developed without having to create any new stored files.
5. Standards can be enforced : Since DBMS is a central system, so standard can be enforced
easily may be at Company level, Department level, National level or International level. The
standardized data is very helpful during migration or interchanging of data. The file system is
an independent system so standard cannot be easily enforced on multiple independent
applications.
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6. Restricting unauthorized access: When multiple users share a database, it is likely that
some users will not be authorized to access all information in the database. For example,
account office data is often considered confidential, and hence only authorized persons are
allowed to access such data. In addition, some users may be permitted only to retrieve data,
whereas other are allowed both to retrieve and to update. Hence, the type of access operation
retrieval or update must also be controlled. Typically, users or user groups are given account
numbers protected by passwords, which they can use to gain access to the database. A DBMS
should provide a security and authorization subsystem, which the DBA uses to create accounts
and to specify account restrictions. The DBMS should then enforce these restrictions
automatically.
7. Solving Enterprise Requirement than Individual Requirement: Since many types of
users with varying level of technical knowledge use a database, a DBMS should provide a
variety of user interface. The overall requirements of the enterprise are more important than
the individual user requirements. So, the DBA can structure the database system to provide an
overall service that is "best for the enterprise".
For example: A representation can be chosen for the data in storage that gives fast access for
the most important application at the cost of poor performance in some other application. But,
the file system favors the individual requirements than the enterprise requirements
8. Providing Backup and Recovery: A DBMS must provide facilities for recovering from
hardware or software failures. The backup and recovery subsystem of the DBMS is responsible
for recovery. For example, if the computer system fails in the middle of a complex update
program, the recovery subsystem is responsible for making sure that the .database is restored
to the state it was in before the program started executing.
9. Cost of developing and maintaining system is lower: It is much easier to respond to
unanticipated requests when data is centralized in a database than when it is stored in a
conventional file system. Although the initial cost of setting up of a database can be large, but
the cost of developing and maintaining application programs to be far lower than for similar
service using conventional systems. The productivity of programmers can be higher in using
non-procedural languages that have been developed with DBMS than using procedural
languages.
10. Data Model can be developed : The centralized system is able to represent the complex
data and interfile relationships, which results better data modeling properties. The data
madding properties of relational model is based on Entity and their Relationship, which is
discussed in detail in chapter 4 of the book.
11. Concurrency Control : DBMS systems provide mechanisms to provide concurrent access
of data to multiple users.
Disadvantages of DBMS
The disadvantages of the database approach are summarized as follows:
1. Complexity : The provision of the functionality that is expected of a good DBMS makes
the DBMS an extremely complex piece of software. Database designers, developers, database
administrators and end-users must understand this functionality to take full advantage of it.
Failure to understand the system can lead to bad design decisions, which can have serious
consequences for an organization.
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2. Size : The complexity and breadth of functionality makes the DBMS an extremely large
piece of software, occupying many megabytes of disk space and requiring substantial amounts
of memory to run efficiently.
3. Performance: Typically, a File Based system is written for a specific application, such as
invoicing. As result, performance is generally very good. However, the DBMS is written to be
more general, to cater for many applications rather than just one. The effect is that some
applications may not run as fast as they used to.
4. Higher impact of a failure: The centralization of resources increases the vulnerability of
the system. Since all users and applications rely on the ~vailabi1ity of the DBMS, the failure
of any component can bring operations to a halt.
5. Cost of DBMS: The cost of DBMS varies significantly, depending on the environment and
functionality provided. There is also the recurrent annual maintenance cost.
6. Additional Hardware costs: The disk storage requirements for the DBMS and the database
may necessitate the purchase of additional storage space. Furthermore, to achieve the required
performance it may be necessary to purchase a larger machine, perhaps even a machine
dedicated to running the DBMS. The procurement of additional hardware results in further
expenditure.
7. Cost of Conversion: In some situations, the cost oftlle DBMS and extra hardware may be
insignificant compared with the cost of converting existing applications to run on the new
DBMS and hardware. This cost also includes the cost of training staff to use these new systems
and possibly the employment of specialist staff to help with conversion and running of the
system. This cost is one of the main reasons why some organizations feel tied to their current
systems and cannot switch to modern database technology.
Instances and Schemas
Databases change over time as information is inserted and deleted. The collection of
information stored in the database at a particular moment is called aninstanceof the database.
The overall design of the database is called the databaseschema.Schemas are changed
infrequently, if at all.
The concept of database schemas and instances can be understood by analogy to a program
written in a programming language. A database schema corresponds to the variable
declarations (along with associated type definitions) in a program. Each variable has a
particular value at a given instant. The values of the variables in a program at a point in time
correspond to an instance of a database schema.
Database systems have several schemas, partitioned according to the levels of abstraction. The
physical schema describes the database design at the physical level, while the logical schema
describes the database design at the logical level. A database may also have several schemas at
the view level, sometimes called sub schemas,that describe different views of the database.
Of these, the logical schema is by far the most important, in terms of its effect on application
programs, since programmers construct applications by using the logical schema. The physical
schema is hidden beneath the logical schema, and can usually be changed easily without
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affecting application programs. Application programs are said to exhibit physical data
independence if they do not depend on the physical schema, and thus need not be rewritten if
the
physical
schema
changes.
Database Schema –


Database Schema is the overall Design of the Database. It is the skeleton
structure that represents the logical view of the entire database. It tells how the data
is organized and how the relations among them are associated.


It is sometimes also referred to as an overall model of the data, a conceptual
model or a conceptual schema. These terms mean essentially the same thing. The
Database Schema also formulates all the constraints that are to be applied on the data.


A schema is a chart of the types of data that are used. It gives the names of the
entities and attributes, and specifies the relationbetween them. It is just like
a framework into which the values of data items can be fitted/stored. All the
constraints that are to be applied on the data is also formulated on the schema.

Database Instance of Schema –


The actual content of the database or say the data at a particular instant is called
the Instance of Schema.



Database instances tend to change with time.



The Database Management software will ensure that the data or instance filled into
the database scheme is in a valid state, by checking all the constraints, validations and
conditions that the database designers have imposed.

The instance of above Schema will look like this :

A database Schema can be divided into two categories –


Physical Database Schema :The Schema which is related to actual storage of data or
the Schema that describes database design at physical level is called Physical
Database Schema. It defines how the data will be stored in the secondary storage.



Logical Database Schema :The schema that defines all the logical constraints that
need to be applied on the data stored or the schema that describes the database design
at the logical level is called Logical Database Schema. It defines tables, views, and
integrity constraints.
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A database may also have several schemas at the view level called subschemas, that describe
different views of the database.
SubSchemas –


A subschema inherits the same property that a schema has and is referred to as a
subset of the schema.



It is the application programmer’s (user’s) view of the data which he or she
uses and gives the users a window through which he or she can view only that part of
the database which is of interest to him. Therefore, different application programs can
have different view of data.

Schema Construct –
A component of the schema or an object within the schema, e.g. PNAME, PRODUCT,
PRICE etc.
Relational Schema

Relational Instance

Table Abstraction

Set of tuples

Schema is the overall Design of the
Database.

The actual content of the database or say
the data at a particular instant is called the
Instance of Schema.

Database Schemas will remain the same.

Database instances tend to change with
time.

Relational Schema is just like a framework.

When the schema framework is filled in
with data item values, it is referred as an
instance of the schema.

DATA MODEL
A model is a representation of reality, 'real world' objects and events, associations. It is an
abstraction that concentrates on the essential, inherent aspects an organization and ignores the
accidental properties. A data model represents the organization itself. It should provide the
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basic concepts and notations that will allow database designers and end users unambiguously
and accurately to communicate their understanding of the organizational data.
Data Model can be defined as an integrated collection of concepts for describing and
manipulating data, relationships between data, and constraints on the data in an organization.
A data model comprises of three components:
• A structural part, consisting of a set of rules according to which databases can be constructed.
• A manipulative part, defining the types of operation that are allowed on the data (this includes
the operations that are used for updating or retrieving data from the database and for changing
the structure of the database).
• Possibly a set of integrity rules, which ensures that the data is accurate.
The purpose of a data model is to represent data and to make the data understandable. There
have been many data models proposed in the literature. They fall into three broad categories:




Object Based Data Models
Physical Data Models
Record Based Data Models
The object based and record based data models are used to describe data at the conceptual and
external levels, the physical data model is used to· describe data at the internal level.
Object Based Data Models

Object based data models use concepts such as entities, attributes, and relationships. An entity
is a distinct object (a person, place, concept, and event) in the organization that is to be
represented in the database. An attribute is a property that describes some aspect of the object
that we wish to record, and a relationship is an association between entities.
Some of the more common types of object based data model are:
• Entity-Relationship
• Object Oriented
• Semantic
• Functional
The Entity-Relationship model has emerged as one of the main techniques for modeling
database design and forms the basis for the database design methodology. The object oriented
data model extends the definition of an entity to include, not only the attributes that describe
the state of the object but also the actions that are associated with the object, that is, its behavior.
The object is said to encapsulate both state and behavior. Entities in semantic systems represent
the equivalent of a record in a relational system or an object in an OO system but they do not
include behaviour (methods). They are abstractions 'used to represent real world (e.g. customer)
or conceptual (e.g. bank account) objects. The functional data model is now almost twenty
years old. The original idea was to' view the database as a collection of extensionally defined
functions and to use a functional language for querying the database.
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Physical Data Models
Physical data models describe how data is stored in the computer,
representing information such as record structures, record ordering, and access paths. There are
not as many physical data models as logical data models, the most common one being the
Unifying Model.
Record Based Logical Models
Record based logical models are used in describing data at the logical and view levels. In
contrast to object based data models, they are used to specify the overall logical structure of
the database and to provide a higher-level description of the implementation. Record based
models are so named because the database is structured in fixed format records of several types.
Each record type defines a fixed number of fields, or attributes, and each field is usually of a
fixed length.
The three most widely accepted record based data models are:
• Hierarchical Model
• Network Model
• Relational Model
The relational model has gained favor over the other two in recent years. The network and
hierarchical models are still used in a large number of older databases.
Hierarchical Model
In this model each entity has only one parent but can have several children . At the top of
hierarchy there is only one entity which is called Root.
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Network Model
In the network model, entities are organised in a graph,in which some entities can be
accessed through several path

Relational Model
In this model, data is organised in two-dimesional tables called relations. The tables or
relation are related to each other.
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Database Languages
A DBMS must provide appropriate languages and interfaces for each category of users to
express database queries and updates. Database Languages are used to create and maintain
database on computer. There are large numbers of database languages like Oracle, MySQL,
MS Access, dBase, FoxPro etc. SQL statements commonly used in Oracle and MS Access can
be categorized as data definition language (DDL), data control language (DCL) and data
manipulation language (DML).
Data Definition Language (DDL)
It is a language that allows the users to define data and their relationship to other types of data.
It is mainly used to create files, databases, data dictionary and tables within databases.
It is also used to specify the structure of each table, set of associated values with each attribute,
integrity constraints, security and authorization information for each table and physical storage
structure of each table on disk.
The following table gives an overview about usage of DDL statements in SQL

Data Manipulation Language (DML)

It is a language that provides a set of operations to support the basic data manipulation
operations on the data held in the databases. It allows users to insert, update, delete and retrieve
data from the database. The part of DML that involves data retrieval is called a query language.
The following table gives an overview about the usage of DML statements in SQL:

Data Control Language (DCL)

DCL statements control access to data and the database using statements such as GRANT and
REVOKE. A privilege can either be granted to a User with the help of GRANT statement. The
privileges assigned can be SELECT, ALTER, DELETE, EXECUTE, INSERT, INDEX etc. In
addition to granting of privileges, you can also revoke (taken back) it by using REVOKE
command.
Page 16 of 175

DBMS NOTES

SYMCA

The following table gives an overview about the usage of DCL statements in SQL:

In practice, the data definition and data manipulation languages are not two separate languages.
Instead they simply form parts of a single database language such as Structured Query
Language (SQL). SQL represents combination of DDL and DML, as well as statements for
constraints specification and schema evaluation.
TCL command
Transaction Control Language(TCL) commands are used to manage transactions in
database.These are used to manage the changes made by DML statements. It also allows
statements to be grouped together into logical transactions.
Commit command
Commit command is used to permanently save any transaaction into database.
Following is Commit command's syntax,
commit;
Rollback command
This command restores the database to last commited state. It is also use with savepoint
command to jump to a savepoint in a transaction.
Following is Rollback command's syntax,
rollback to savepoint-name;
Savepoint command
savepoint command is used to temporarily save a transaction so that you can rollback to that
point whenever necessary.
Following is savepoint command's syntax,
savepoint savepoint-name;
Example of Savepoint and Rollback
Following is the class table,
ID

NAME

1

abhi

2

adam

4

alex
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STRUCTURE OF DBMS
 DBMS

(Database Management System) acts as an interface between the user and the
database. The user requests the DBMS to perform various operations (insert, delete,
update and retrieval) on the database. The components of DBMS perform these
requested operations on the database and provide necessary data to the users. The
various components of DBMS are shown below: - Applications: - It can be
considered as a user friendly web page where the user enters the requests. Here he
simply enters the details that he needs and presses buttons to get the data.

 End

User: - They are the real users of the database. They can be developers,
designers, administrator or the actual users of the database.

 DDL: - Data Definition

Language (DDL) is a query fired to create database, schema,
tables, mappings etc in the database. These are the commands used to create the
objects like tables, indexes in the database for the first time. In other words, they
create structure of the database.

 DDL

Compiler: - This part of database is responsible for processing the DDL
commands. That means these compiler actually breaks down the command into
machine understandable codes. It is also responsible for storing the metadata
information like table name, space used by it, number of columns in it, mapping
information etc.

 DML

Compiler: - When the user inserts, deletes, updates or retrieves the record from
the database, he will be sending request which he understands by pressing some
buttons. But for the database to work/understand the request, it should be broken
down to object code. This is done by this compiler. One can imagine this as when a
person is asked some question, how this is broken down into waves to reach the
brain!

 Query

Optimizer: - When user fires some request, he is least bothered how it will be
fired on the database. He is not all aware of database or its way of performance. But
whatever be the request, it should be efficient enough to fetch, insert, update or
delete the data from the database. The query optimizer decides the best way to
execute the user request which is received from the DML compiler. It is similar to
selecting the best nerve to carry the waves to brain!

 Stored

Data Manager: - This is also known as Database Control System. It is one
the main central system of the database. It is responsible for various tasks
o

It converts the requests received from query optimizer to machine
understandable form. It makes actual request inside the database. It is like
fetching the exact part of the brain to answer.

o

It helps to maintain consistency and integrity by applying the
constraints. That means, it does not allow inserting / updating / deleting any
data if it has child entry. Similarly it does not allow entering any duplicate
value into database tables.

o

It controls concurrent access. If there is multiple users accessing the
database at the same time, it makes sure, all of them see correct data. It
guarantees that there is no data loss or data mismatch happens between the
transactions of multiple users.
Page 18 of 175

DBMS NOTES

SYMCA
o

It helps to backup the database and recover data whenever required. Since it
is a huge database and when there is any unexpected exploit of transaction,
and reverting the changes are not easy. It maintains the backup of all data,
so that it can be recovered.

 Data

Files: - It has the real data stored in it. It can be stored as magnetic tapes,
magnetic disks or optical disks.

 Compiled

DML: - Some of the processed DML statements (insert, update, delete) are
stored in it so that if there is similar requests, it will be re-used.

 Data

Dictionary: - It contains all the information about the database. As the name
suggests, it is the dictionary of all the data items. It contains description of all the
tables, view, materialized views, constraints, indexes, triggers etc.
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UNIT 2
DATABASE DESIGN USING ER MODEL AND RELATIONAL MODEL
What is Entity Relationship Diagram (ER-Diagram)?
Entity Relationship Diagram, also known as ERD, ER Diagram or ER model, is a type of
structural diagram for use in database design. An ERD contains different symbols and
connectors that visualize two important information: The major entities within the system
scope, and the inter-relationships among these entities.
And that's why it's called "Entity" "Relationship" diagram (ERD)!

ER-Diagram is a pictorial representation of data that describes how data is communicated and
related to each other. Any object, such as entities, attributes of an entity, sets of relationship
and other attributes of relationship can be characterized with the help of the ER diagram.
Entities: They are represented using the rectangle shape box. These rectangles are named
with the entity set they represent.

ER modeling is a top-down structure to database design that begins with identifying the
important data called entities and relationships in combination between the data that must be
characterized in the model. Then database model designers can add more details such as the
information they want to hold about the entities and relationships which are the attributes and
any constraints on the entities, relationships, and attributes. ER modeling is an important
technique for any database designer to master and forms the basis of the methodology.
Entity type: It is a group of objects with the same properties that are identified by the
enterprise as having an independent existence. The basic concept of the ER model is the
entity type that is used to represent a group of ‘objects’ in the ‘real world’ with the same
properties. An entity type has an independent existence within a database.
Entity occurrence: A uniquely identifiable object of an entity type.
Diagrammatic Representation of Entity Types
Each entity type is shown as a rectangle labeled with the name of the entity, which is
normally a singular noun.
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SYMBOL AND NOTATION

What is Relationship Type?
A relationship type is a set of associations between one or more participating entity types.
Each relationship type is given a name that describes its function.
Here is a diagram showing how relationships are formed in a database.

What is degree of Relationship?
The entities occupied in a particular relationship type are referred to as participants in that
relationship. The number of participants involved in a relationship type is termed as the
degree of that relationship.
In the above figured example “Branch has staff”, there is a relationship between two
participating entities. A relationship of degree two is called binary degree (relationship).
What are Attributes?
Attributes are the properties of entities that are represented by means of ellipse shaped
figures. Every elliptical figure represents one attribute and is directly connected to its entity
(which is represented as rectangle).
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It is to be noted that multi-valued attributes are represented using double ellipse like this:

Relationships
Relationships are represented by diamond-shaped box. All the entities (rectangle shaped)
participating in a relationship gets connected using a line.

There are four types of relationships. These are:
 One-to-one: When only a single instance of an entity is associated with the
relationship, it is termed as ‘1:1’.
 One-to-many: When more than one instance of an entity is related and linked with a
relationship, it is termed as ‘1:N’.
 Many-to-one: When more than one instance of entity is linked with the relationship,
it is termed as ‘N:1’.
 Many-to-many: When more than one instance of an entity on the left and more than
one instance of an entity on the right can be linked with the relationship, then it is
termed as N:N relationship.
When to draw ER Diagrams?
So, when do we draw ERDs? While ER models are mostly developed for designing
relational database in terms of concept visualization and in terms of physical database
design, there are still other situations when ER diagrams can help. Here are some typical
use cases.
 Database design - Depending on the scale of change, it can be risky to alter a
database structure directly in a DBMS. To avoid ruining the data in a production
database, it is important to plan out the changes carefully. ERD is a tool that helps.
By drawing ER diagrams to visualize database design ideas, you have a chance to
identify the mistakes and design flaws, and to make correction before executing the
changes in database.
 Database debugging - To debug database issues can be challenging, especially when
the database contains many tables, which require writing complex SQL in getting
the information you need. By visualizing a database schema with an ERD, you have
a full picture of the entire database schema. You can easily locate entities, view their
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attributes and to identify the relationships they have with others. All these allows
you to analyze an existing database and to reveal database problem easier.
Database creation and patching - ERD tool like Visual Paradigm supports database
generation tool that can automate the database creation and patching process by
means of ER diagrams. So, with this ER Diagram tool your ER design is no longer
just a static diagram but a mirror that reflects truly the physical database structure.
Aid in requirements gathering - Determine the requirements of an information
system by drawing a conceptual ERD that depicts the high-level business objects of
the system. Such an initial model can also be evolved into physical database model
that aids the creation of relational database, or aids in the creation of process map
and data flow model.

Entity
An ERD entity is a definable thing or concept within a system, such as a person/role (e.g.
Student), object (e.g. Invoice), concept (e.g. Profile) or event (e.g. Transaction) (note: In
ERD, the term "entity" is often used instead of "table", but they are the same). When
determining entities, think of them as nouns. In ER models, an entity is shown as a rounded
rectangle, with its name on top and its attributes listed in the body of the entity shape. The
ERD example below shows an example of ER entity.

Entity Attributes
Also known as column, an attribute is a property or characteristic of the entity that holds it.
An attribute has a name that describes the property and a type that describes the kind of
attribute it is, such as varchar for a string, and int for integer. When an ERD is drawn for
physical database development, it is important to ensure the use of types that are supported
by the target RDBMS.
The ER diagram example below shows an entity with some attributes in it.

Primary Key
Also known as PK, a primary key is a special kind of entity attribute that uniquely defines a
record in a database table. In other words, there must not be two (or more) records that
share the same value for the primary key attribute. The ERD example below shows an
entity 'Product' with a primary key attribute 'ID', and a preview of table records in database.
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The third record is invalid because the value of ID 'PDT-0002' is already used by another
record.

Foreign Key
Also known as FK, a foreign key is a reference to a primary key in table. It is used to
identify the relationships between entities. Note that foreign keys need not to be unique.
Multiple records can share the same values. The ER Diagram example below shows an
entity with some columns, among which a foreign key is used in referencing another entity.

Relationship
A relationship between two entities signifies that the two entities are associated with each
other somehow. For example, student might enroll into a course. The entity Student is
therefore related with Course, and the relationships is presented as a connector connecting
between them.

Cardinality
Cardinality defines the possible number of occurrence in one entity which are associated to
the number of occurrences in another. For example, ONE team has MANY players. When
present in an ERD, the entities Team and Player are inter-connected with a one-to-many
relationship.
In an ER diagram, cardinality is represented as a crow's foot at the connector's ends. The
three common cardinal relationships are one-to-one, one-to-many, and many-to-many.
One-to-One cardinality example
A one-to-one relationship is mostly used to split an entity in two to provide information
concisely and make it more understandable. The figure below shows an example of one-toone relationship.
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One-to-Many cardinality example
A one-to-many relationship refers to the relationship between two entities X and Y in
which an instance of X may be linked to many instances of Y, but an instance of Y is linked
to only one instance of X. The figure below shows an example of one-to-many relationship.

Many-to-Many cardinality example
A many-to-many relationship refers to the relationship between two entities X and Y in
which X may be linked to many instances of Y and vice versa. The figure below shows an
example of many-to-many relationship. Note that a many-to-many relationship is split into
a pair of one-to-many relationships in a physical ERD. You will know what a physical ERD
is in the next section.

Constraints
Constraints enforce limits to the data or type of data that can be inserted/updated/deleted from
a table. The whole purpose of constraints is to maintain the data integrity during an
update/delete/insert into a table. In this tutorial we will learn several types of constraints that
can be created in RDBMS.
Constraints are the conditions forced on the columns of the table to meet the data integrity.
We have seen above what types of data integrities exists in the database. Now let see what
constraints can be applied on tables so that data integrity is met.
Constraints can be divided into following two types,
Column level constraints : limits only column data
Table level constraints : limits whole table data
Constraints are used to make sure that the integrity of data is maintained in the database.
Following are the most used constraints that can be applied to a table
1. NOT NULL
2. UNIQUE
3. DEFAULT
4. CHECK
5. Key Constraints – PRIMARY KEY, FOREIGN KEY
6. Domain constraints
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7. Mapping constraints
NOT NULL:
NOT NULL constraint makes sure that a column does not hold NULL value. When we don’t
provide value for a particular column while inserting a record into a table, it takes NULL
value by default. By specifying NULL constraint, we can be sure that a particular column(s)
cannot have NULL values.
Example:
CREATE TABLE STUDENT(
ROLL_NO INT NOT NULL,
STU_NAME VARCHAR (35)NOT NULL,
STU_AGE INT NOT NULL,
STU_ADDRESS VARCHAR (235),
PRIMARY KEY (ROLL_NO)
);
Read more about this constraint here.
UNIQUE:
UNIQUE Constraint enforces a column or set of columns to have unique values. If a column
has a unique constraint, it means that particular column cannot have duplicate values in a
table.
CREATE TABLE STUDENT(
ROLL_NO INT NOT NULL,
STU_NAME VARCHAR (35) NOT NULL UNIQUE,
STU_AGE INT NOT NULL,
STU_ADDRESS VARCHAR (35)UNIQUE,
PRIMARY KEY (ROLL_NO)
);
Read more about it here.
DEFAULT:
The DEFAULT constraint provides a default value to a column when there is no value
provided while inserting a record into a table.
CREATE TABLE STUDENT(
ROLL_NO INT NOT NULL,
STU_NAME VARCHAR (35) NOT NULL,
STU_AGE INT NOT NULL,
EXAM_FEE INT DEFAULT10000,
STU_ADDRESS VARCHAR (35),
PRIMARY KEY (ROLL_NO)
);
Read more: Default constraint
CHECK:
This constraint is used for specifying range of values for a particular column of a table. When
this constraint is being set on a column, it ensures that the specified column must have the
value falling in the specified range.
CREATE TABLE STUDENT(
ROLL_NO INT NOT NULL CHECK(ROLL_NO >1000),
STU_NAME VARCHAR (35) NOT NULL,
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STU_AGE INT NOT NULL,
EXAM_FEE INT DEFAULT 10000,
STU_ADDRESS VARCHAR (35),
PRIMARY KEY (ROLL_NO)
);
In the above example we have set the check constraint on ROLL_NO column of STUDENT
table. Now, the ROLL_NO field must have the value greater than 1000.
Key constraints:
PRIMARY KEY:
Primary key uniquely identifies each record in a table. It must have unique values and cannot
contain nulls. In the below example the ROLL_NO field is marked as primary key, that
means the ROLL_NO field cannot have duplicate and null values.
CREATE TABLE STUDENT(
ROLL_NO INT NOT NULL,
STU_NAME VARCHAR (35) NOT NULL UNIQUE,
STU_AGE INT NOT NULL,
STU_ADDRESS VARCHAR (35) UNIQUE,
PRIMARY KEY(ROLL_NO)
);
FOREIGN KEY:
Foreign keys are the columns of a table that points to the primary key of another table. They
act as a cross-reference between tables.
Read more about it here.
Domain constraints:
Each table has certain set of columns and each column allows a same type of data, based on
its data type. The column does not accept values of any other data type.
Domain constraints are user defined data type and we can define them like this:
Domain Constraint = data type + Constraints (NOT NULL / UNIQUE / PRIMARY KEY /
FOREIGN KEY / CHECK / DEFAULT)
Mapping constraints can be explained in terms of mapping cardinality:
Mapping Cardinality:
One to One: An entity of entity-set A can be associated with at most one entity of entity-set
B and an entity in entity-set B can be associated with at most one entity of entity-set A.
One to Many: An entity of entity-set A can be associated with any number of entities of
entity-set B and an entity in entity-set B can be associated with at most one entity of entityset A.
Many to One: An entity of entity-set A can be associated with at most one entity of entity-set
B and an entity in entity-set B can be associated with any number of entities of entity-set A.
Many to Many: An entity of entity-set A can be associated with any number of entities of
entity-set B and an entity in entity-set B can be associated with any number of entities of
entity-set A.
We can have these constraints in place while creating tables in database.
Example:
CREATE TABLE Customer(
customer_idint PRIMARY KEY NOT NULL,
first_namevarchar(20),
last_namevarchar(20)
);
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CREATE TABLE Order(
order_idint PRIMARY KEY NOT NULL,
customer_idint,
order_detailsvarchar(50),
constraint fk_Customers foreign key (customer_id)
references dbo.Customer
);
Assuming, that a customer orders more than once, the above relation represents one to
manyrelation. Similarly we can achieve other mapping constraints based on the
requirements.

What is ER-Model?Advantages and Disadvantages of E-R Model.
There are two techniques used for the purpose of data base designing from the system
requirements. These are:
Top down Approach known as Entity-Relationship Modeling
• Bottom Up approach known as Normalization.
we will focus on top down approach of designing database. It is a graphical technique, which
is used to convert the requirement of the system to graphical representation, so that it can
become well understandable. It also provides the framework for designing of database.
The Entity-Relationship (ER) model was originally proposed by Peter in 1976 as a way to
unify the network and relational database views. Simply stated, the ER model is a conceptual
data model that views the real world as entities and relationships. A basic component of the
model is the Entity-Relationship diagram, which is used to visually represent data objects.
For the database designer, the utility of the ER model is:
• It maps well to the relational model. The constructs used in the ER model can easily be
transformed into relational tables.
• It is simple and easy to understand with a minimum of training. Therefore, the model can be
used by the database designer to communicate the design to the end user.
• In addition, the model can be used as a design plan by the database developer to implement
a data model in specific database management software.
Advantages and Disadvantages of E-R Data Model
Following are advantages of an E-R Model:
• Straightforward relation representation: Having designed an E-R diagram for a database
application, the relational representation of the database model becomes relatively
straightforward.
• Easy conversion for E-R to other data model: Conversion from E-R diagram to a
network or hierarchical data model can· easily be accomplished.
• Graphical representation for better understanding: An E-R model gives graphical and
diagrammatical representation of various entities, its attributes and relationships between
entities. This is turn helps in the clear understanding of the data structure and in minimizing
redundancy and other problems.
Disadvantages of E-R Data Model
Following are disadvantages of an E-R Model:
• No industry standard for notation: There is no industry standard notation for developing
an E-R diagram.
• Popular for high-level design: The E-R data model is especially popular for high level
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Entity Relationship Design Issues
Design Issues
The notions of an entity set and a relationship set are not precise, and it is possible to deﬁne a
set of entities and the relationships among them in a number of different ways. In this section,
we examine basic issues in the design of an E-R database schema. Section 2.7.4 covers the
design process in further detail.
Use of Entity Sets versus Attributes
Consider the entity set employee with attributes employee-name and telephone-number. It
can easily be argued that a telephone is an entity in its own right with attributes telephonenumber and location (the ofﬁce where the telephone is located). If we take this point of view,
we must redeﬁne the employee entity set as:
• The employee entity set with attribute employee-name
• The telephone entity set with attributes telephone-number and location
• The relationship set emp-telephone, which denotes the association between employees and
the telephones that they have
What, then, is the main difference between these two deﬁnitions of an employee? Treating a
telephone as an attribute telephone-number implies that employees have precisely one
telephone number each. Treating a telephone as an entity telephone per- mits employees to
have several telephone numbers (including zero) associated with them. However, we could
instead easily deﬁne telephone-number as a multivalued at- tribute to allow multiple
telephones per employee.
The main difference then is that treating a telephone as an entity better models a situation
where one may want to keep extra information about a telephone, such as its location, or its
type (mobile, video phone, or plain old telephone), or who all share the telephone. Thus,
treating telephone as an entity is more general than treating it as an attribute and is
appropriate when the generality may be useful.
In contrast, it would not be appropriate to treat the attribute employee-name as an entity; it is
difﬁcult to argue that employee-name is an entity in its own right (in contrast to the
telephone). Thus, it is appropriate to have employee-name as an attribute of
the employee entity set.
Two natural questions thus arise: What constitutes an attribute, and what constitutes an entity
set? Unfortunately, there are no simple answers. The distinctions mainly depend on the
structure of the real-world enterprise being modeled, and on the semantics associated with the
attribute in question.
A common mistake is to use the primary key of an entity set as an attribute of another entity
set, instead of using a relationship. For example, it is incorrect to model customer-id as an
attribute of loan even if each loan had only one customer. The relationship borrower is the
correct way to represent the connection between loans and customers, since it makes their
connection explicit, rather than implicit via an attribute.
Another related mistake that people sometimes make is to designate the primary key
attributes of the related entity sets as attributes of the relationship set. This should not be
done, since the primary key attributes are already implicit in the relationship.
Use of Entity Sets versus Relationship Sets
It is not always clear whether an object is best expressed by an entity set or a relationship set.
In Section 2.1.1, we assumed that a bank loan is modeled as an entity. An alternative is to
model a loan not as an entity, but rather as a relationship between customers and branches,
with loan-number and amount as descriptive attributes. Each loan is represented by a
relationship between a customer and a branch.
Page 29 of 175

DBMS NOTES

SYMCA

If every loan is held by exactly one customer and is associated with exactly one branch, we
may ﬁnd satisfactory the design where a loan is represented as a relationship. However, with
this design, we cannot represent conveniently a situation in which several customers hold a
loan jointly. To handle such a situation, we must de- ﬁne a separate relationship for each
holder of the joint loan. Then, we must replicate the values for the descriptive attributes loannumber and amount in each such relation- ship. Each such relationship must, of course, have
the same value for the descriptive attributes loan-number and amount.
Two problems arise as a result of the replication: (1) the data are stored multiple times,
wasting storage space, and (2) updates potentially leave the data in an inconsistent state,
where the values differ in two relationships for attributes that are supposed to have the same
value. The issue of how to avoid such replication is treated formally by normalization theory,
discussed in Chapter 7.
The problem of replication of the attributes loan-number and amount is absent in the original
design of Section 2.1.1, because there loan is an entity set.
One possible guideline in determining whether to use an entity set or a relation- ship set is to
designate a relationship set to describe an action that occurs between entities. This approach
can also be useful in deciding whether certain attributes may be more appropriately expressed
as relationships.
Binary versus nary Relationship Sets
Relationships in databases are often binary. Some relationships that appear to be nonbinary
could actually be better represented by several binary relationships. For instance, one could
create a ternary relationship parent, relating a child to his/her mother and father. However,
such a relationship could also be represented by two binary relationships, mother and father,
relating a child to his/her mother and father separately. Using the two
relationships mother and father allows us record a child’s mother, even if we are not aware of
the father’s identity; a null value would be required if the ternary relationship parent is used.
Using binary relationship sets is preferable in this case.
In fact, it is always possible to replace a nonbinary (n-ary, for n > 2) relationship set by a
number of distinct binary relationship sets. For simplicity, consider the abstract ternary (n =
3) relationship set R, relating entity sets A, B, and C. We replace the relationship set R by an
entity set E, and create three relationship sets:
• RA, relating E and A
• RB , relating E and B
• RC , relating E and C
If the relationship set R had any attributes, these are assigned to entity set E; further, a special
identifying attribute is created for E (since it must be possible to distinguish different entities
in an entity set on the basis of their attribute values). For each relationship (ai, bi, ci) in the
relationship set R, we create a new entity ei in the entity set E. Then, in each of the three new
relationship sets, we insert a relationship as follows:
• (ei, ai) in RA
• (ei, bi) in RB
• (ei, ci) in RC
We can generalize this process in a straightforward manner to n-ary relationship sets. Thus,
conceptually, we can restrict the E-R model to include only binary relationship sets.
However, this restriction is not always desirable.
• An identifying attribute may have to be created for the entity set created to represent the
relationship set. This attribute, along with the extra relationship sets required, increases the
complexity of the design and (as we shall see in Section 2.9) overall storage requirements.
• A n-ary relationship set shows more clearly that several entities participate in a single
relationship.
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• There may not be a way to translate constraints on the ternary relationship into constraints
on the binary relationships. For example, consider a constraint that says that R is many-to-one
from A, B to C; that is, each pair of entities from A and B is associated with at most
one C entity. This constraint cannot be expressed by using cardinality constraints on the
relationship sets RA, RB , and RC .
Consider the relationship set works-on in Section 2.1.2, relating employee, branch, and job.
We cannot directly split works-on into binary relationships
between employee and branch and between employee and job. If we did so, we would be able
to record that Jones is a manager and an auditor and that Jones works at Perryridge and
Down- town; however, we would not be able to record that Jones is a manager at Perryridge
and an auditor at Downtown, but is not an auditor at Perryridge or a manager at Downtown.
The relationship set works-on can be split into binary relationships by creating a new entity
set as described above. However, doing so would not be very natural.
Placement of Relationship Attributes
The cardinality ratio of a relationship can affect the placement of relationship at- tributes.
Thus, attributes of one-to-one or one-to-many relationship sets can be associated with one of
the participating entity sets, rather than with the relationship set. For instance, let us specify
that depositor is a one-to-many relationship set such that one customer may have several
accounts, but each account is held by only one customer. In this case, the attribute accessdate, which speciﬁes when the customer last accessed that account, could be associated with
the account entity set, as Figure 2.6 depicts; to keep the ﬁgure simple, only some of the
attributes of the two entity sets are shown. Since each account entity participates in a
relationship with at most one in- stance of customer, making this attribute designation would
have the same meaning

as would placing access-date with the depositor relationship set. Attributes of a one-to- many
relationship set can be repositioned to only the entity set on the “many” side of the
relationship. For one-to-one relationship sets, on the other hand, the relationship attribute can
be associated with either one of the participating entities.
The design decision of where to place descriptive attributes in such cases — as a relationship
or entity attribute — should reﬂect the characteristics of the enterprise being modeled. The
designer may choose to retain access-date as an attribute of depositor to express explicitly
that an access occurs at the point of interaction between the customer and account entity sets.
The choice of attribute placement is more clear-cut for many-to-many relationship sets.
Returning to our example, let us specify the perhaps more realistic case that depositor is a
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many-to-many relationship set expressing that a customer may have one or more accounts,
and that an account can be held by one or more customers.
If we are to express the date on which a speciﬁc customer last accessed a speciﬁc
account, access-date must be an attribute of the depositor relationship set, rather than either
one of the participating entities. If access-date were an attribute of account, for instance, we
could not determine which customer made the most recent access to a joint account. When an
attribute is determined by the combination of participating entity sets, rather than by either
entity separately, that attribute must be associated with the many-to-many relationship set.
Figure 2.7 depicts the placement of access-date as a relationship attribute; again, to keep the
ﬁgure simple, only some of the attributes of the two entity sets are shown.

What are Strong and Weak Entity Sets in DBMS
The entity set which does not have sufficient attributes to form a primary key is called as
Weak entity set. An entity set that has a primary key is called as Strong entity set. Consider
an entity set Payment which has three attributes: payment_number, payment_date and
payment_amount. Although each payment entity is distinct but payment for different loans
may share the same payment number. Thus, this entity set does not have a primary key and it
is an entity set. Each weak set must be a part of one-to-many relationship set.
A member of a strong entity set is called dominant entity and member of weak entity set is
called as subordinate entity. A weak entity set does not have a primary key but we need a
means of distinguishing among all those entries in the entity set that depend on one particular
strong entity set. The discriminator of a weak entity set is a set of attributes that allows this
distinction be made. For example, payment_number acts as discriminator for payment entity
set. It is also called as the Partial key of the entity set.
The primary key of a weak entity set is formed by the primary key of the strong entity set on
which the weak entity set is existence dependent plus the weak entity sets discriminator. In
the above example {loan_number, payment_number} acts as primary key for payment entity
set.
The relationship between weak entity and strong entity set is called as Identifying
Relationship. In example, loan-payment is the identifying relationship for payment entity. A
weak entity set is represented by doubly outlined box .and corresponding identifying relation
by a doubly outlined diamond as shown in figure. Here double lines indicate total
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participation of weak entity in strong entity set it means that every payment must be related
via loan-payment to some account. The arrow from loan-payment to loan indicates that each
payment is for a single loan. The discriminator of a weak entity set is underlined with dashed
lines rather than solid line.

Let us consider another scenario, where we want to store the information of employees and
their dependents. The every employee may have zero to n number of dependents. Every
dependent has an id number and name.
Now let us consider the following data base:
There are three employees having E# as 1, 2, and 3 respectively.
Employee having E# 1, has two dependents as 1, Rahat and 2, Chahat.
Employee having E# 2, has no dependents.
Employee having E# 3, has three dependents as 1, Raju; 2, Ruhi; 3 Raja.
Now, in case of Dependent entity id cannot act as primary key because it is not unique.
Thus, Dependent is a weak entity set having id as a discriminator. It has a total participation
with the relationship "has" because no dependent can exist without the employees (the
company is concerned with employees). The E-R diagram for the employee-dependent
database is shown.
There are two tables need to created above e-r diagram. These are Employee having E# as
single column which acts as primary key. The other table will be of Dependent having E#, id
and name columns where primary key is the combination of (E# and id).
BASIS FOR
COMPARISON

STRONG ENTITY

WEAK ENTITY

Basic

The Strong entity has a primary
key.

The weak entity has a partial
discriminator key.

Depends

The Strong entity is independent
of any other entity in a schema.

Weak entity depends on the strong
entity for its existence.

Denoted

Strong entity is denoted by a
single rectangle.

Weak entity is denoted with the double
rectangle.
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STRONG ENTITY

WEAK ENTITY

Relation

The relation between two strong
entities is denoted by a single
diamond simply called
relationship.

The relationship between a weak and a
strong entity is denoted by Identifying
Relationship denoted with double
diamond.

Participation

Strong entity may or may not
have total participation in the
relationship.

Weak entity always has total
participation in the identifying
relationship shown by double line.

The tabular comparison between Strong Entity Set and Weak Entity Set is as follows:

Page 34 of 175

DBMS NOTES

SYMCA

Key Differences Between Strong Entity and Weak Entity
1. The basic difference between strong entity and a weak entity is that the strong entity
has a primary key whereas, a weak entity has the partial key which acts as a
discriminator between the entities of a weak entity set.
2. A weak entity always depends on the strong entity for its existence whereas, a strong
entity is independent of any other entity’s existence.
3. A strong entity is denoted with a single rectangle and a weak entity is denoted with
a double rectangle.
4. The relationship between two strong entities is denoted with single diamond whereas,
a relationship between a weak and a strong entity is denoted with double diamond
called Identifying Relationship.
5. The strong entity may or may not show the total participation in its relations, but the
weak entity always shows total participation in the identifying relationship which is
denoted by the double line.
Extended E-R Features
Although the basic E-R concepts can model most database features, some aspects of a
database may be more aptly expressed by certain extensions to the basic E-R model. In this
section, we discuss the extended E-R features of specialization, generalization, higher- and
lower-level entity sets, attribute inheritance, and aggregation.
Specialization
An entity set may include subgroupings of entities that are distinct in some way from other
entities in the set. For instance, a subset of entities within an entity set may have attributes
that are not shared by all the entities in the entity set. The E-R model provides a means for
representing these distinctive entity groupings.
Consider an entity set person, with attributes name, street, and city. A person may be further
classiﬁed as one of the following:
• customer
• employee
Each of these person types is described by a set of attributes that includes all the at- tributes
of entity set person plus possibly additional attributes. For example, customer entities may be
described further by the attribute customer-id, whereas employee enti- ties may be described
further by the attributes employee-id and salary. The process of designating subgroupings
within an entity set is called specialization. The specialization of person allows us to
distinguish among persons according to whether they are employees or customers.
As another example, suppose the bank wishes to divide accounts into two categories,
checking account and savings account. Savings accounts need a minimum balance, but the
bank may set interest rates differently for different customers, offering better rates to favored
customers. Checking accounts have a ﬁxed interest rate, but offer an overdraft facility; the
overdraft amount on a checking account must be recorded.
The bank could then create two specializations of account, namely savingsaccount and checking-account. As we saw earlier, account entities are described by the
attributes account-number and balance. The entity set savings-account would have all the
attributes of account and an additional attribute interest-rate. The entity
set checking account would have all the attributes of account, and an additional
attribute overdraft amount.
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We can apply specialization repeatedly to reﬁne a design scheme. For instance, bank
employees may be further classiﬁed as one of the following:
• ofﬁcer
• teller
• secretary
Each of these employee types is described by a set of attributes that includes all the attributes
of entity set employee plus additional attributes. For example, ofﬁcer entities may be
described further by the attribute ofﬁce-number, teller entities by the attributes stationnumber and hours-per-week, and secretary entities by the attribute hours-per- week.
Further, secretary entities may participate in a relationship secretary-for, which identiﬁes
which employees are assisted by a secretary.
An entity set may be specialized by more than one distinguishing feature. In our example, the
distinguishing feature among employee entities is the job the employee performs. Another,
coexistent, specialization could be based on whether the person is a temporary (limited-term)
employee or a permanent employee, resulting in the entity sets temporaryemployee and permanent-employee. When more than one specialization is formed on an
entity set, a particular entity may belong to multiple specializations. For instance, a given
employee may be a temporary employee who is a secretary.
In terms of an E-R diagram, specialization is depicted by a triangle component labeled ISA,
as Figure 2.17 shows. The label ISA stands for “is a” and represents, for example, that a
customer “is a” person. The ISA relationship may also be referred to as a superclasssubclass relationship. Higher- and lower-level entity sets are depicted as regular entity sets
— that is, as rectangles containing the name of the entity set.
Generalization
The reﬁnement from an initial entity set into successive levels of entity subgroupings
represents a top-down design process in which distinctions are made explicit. The design
process may also proceed in a bottom-up manner, in which multiple entity sets are
synthesized into a higher-level entity set on the basis of common features. The database
designer may have ﬁrst identiﬁed a customer entity set with the attributes name, street, city,
and customer-id, and an employee entity set with the attributes name, street, city, employeeid, and salary.
There are similarities between the customer entity set and the employee entity set in the sense
that they have several attributes in common. This commonality can be expressed
by generalization, which is a containment relationship that exists between a higherlevel entity set and one or more lower-level entity sets. In our example, person is the higherlevel entity set and customer and employee are lower-level entity sets. Higher- and lowerlevel entity sets also may be designated by the terms superclass and subclass, respectively.
The person entity set is the superclass of the customer and employee subclasses.
For all practical purposes, generalization is a simple inversion of specialization. We will
apply both processes, in combination, in the course of designing the E-R
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schema for an enterprise. In terms of the E-R diagram itself, we do not distinguish be- tween
specialization and generalization. New levels of entity representation will be distinguished
(specialization) or synthesized (generalization) as the design schema comes to express fully
the database application and the user requirements of the database. Differences in the two
approaches may be characterized by their starting point and overall goal.
Specialization stems from a single entity set; it emphasizes differences among entities within
the set by creating distinct lower-level entity sets. These lower-level entity sets may have
attributes, or may participate in relationships, that do not apply to all the entities in the
higher-level entity set. Indeed, the reason a designer applies specialization is to represent
such distinctive features. If customer and employee neither have attributes that person entities
do not have nor participate in different relationships than those in which person entities
participate, there would be no need to specialize the person entity set.
Generalization proceeds from the recognition that a number of entity sets share some
common features (namely, they are described by the same attributes and participate in the
same relationship sets). On the basis of their commonalities, generalization synthesizes these
entity sets into a single, higher-level entity set. Generalization is used to emphasize the
similarities among lower-level entity sets and to hide the differences; it also permits an
economy of representation in that shared attributes are not repeated.
Attribute Inheritance
A crucial property of the higher- and lower-level entities created by specialization and
generalization is attribute inheritance. The attributes of the higher-level entity sets are said
to be inherited by the lower-level entity sets. For example, customer and employee inherit
the attributes of person. Thus, customer is described by its name, street, and city attributes,
and additionally a customer-id attribute; employee is described by its name, street,
and city attributes, and additionally employee-id and salary attributes.
A lower-level entity set (or subclass) also inherits participation in the relationship sets in
which its higher-level entity (or superclass) participates. The ofﬁcer, teller,
and secretary entity sets can participate in the works-for relationship set, since the
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superclass employee participates in the works-for relationship. Attribute inheritance applies
through all tiers of lower-level entity sets. The above entity sets can participate in any
relationships in which the person entity set participates.
Whether a given portion of an E-R model was arrived at by specialization or generalization,
the outcome is basically the same:
• A higher-level entity set with attributes and relationships that apply to all of its lower-level
entity sets
• Lower-level entity sets with distinctive features that apply only within a particular lowerlevel entity set
In what follows, although we often refer to only generalization, the properties that we discuss
belong fully to both processes.
Figure 2.17 depicts a hierarchy of entity sets. In the ﬁgure, employee is a lower-level entity
set of person and a higher-level entity set of the ofﬁcer, teller, and secretary entity sets. In a
hierarchy, a given entity set may be involved as a lower-level entity set in only one ISA
relationship; that is, entity sets in this diagram have only single inheritance. If an entity set is
a lower-level entity set in more than one ISA relationship, then the entity set has multiple
inheritance, and the resulting structure is said to be a lattice.
Constraints on Generalizations
To model an enterprise more accurately, the database designer may choose to place certain
constraints on a particular generalization. One type of constraint involves determining which
entities can be members of a given lower-level entity set. Such membership may be one of
the following:
• Condition-deﬁned. In condition-deﬁned lower-level entity sets, membership is evaluated
on the basis of whether or not an entity satisﬁes an explicit condition or predicate. For
example, assume that the higher-level entity set account has the attribute account-type.
All account entities are evaluated on the deﬁning account-type attribute. Only those entities
that satisfy the condition account-type = “savings account” are allowed to belong to the
lower-level en- tity set person. All entities that satisfy the condition account-type = “checking
account” are included in checking account. Since all the lower-level entities are evaluated on
the basis of the same attribute (in this case, on account-type), this type of generalization is
said to be attribute-deﬁned.
• User-deﬁned. User-deﬁned lower-level entity sets are not constrained by a membership
condition; rather, the database user assigns entities to a given entity set. For instance, let us
assume that, after 3 months of employment, bank employees are assigned to one of four work
teams. We therefore represent the teams as four lower-level entity sets of the higherlevel employee entity set. A given employee is not assigned to a speciﬁc team entity
automatically on the basis of an explicit deﬁning condition. Instead, the user in charge of this
decision makes the team assignment on an individual basis. The assignment is implemented
by an operation that adds an entity to an entity set.
A second type of constraint relates to whether or not entities may belong to more than one
lower-level entity set within a single generalization. The lower-level entity sets may be one of
the following:
• Disjoint. A disjointness constraint requires that an entity belong to no more than one lowerlevel entity set. In our example, an account entity can satisfy only one condition for
the account-type attribute; an entity can be either a savings account or a checking account,
but cannot be both.
• Overlapping. In overlapping generalizations, the same entity may belong to more than one
lower-level entity set within a single generalization. For an illustration, consider the
employee work team example, and assume that certain managers participate in more than one
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work team. A given employee may therefore appear in more than one of the team entity sets
that are lower-level entity sets of employee. Thus, the generalization is overlapping.
As another example, suppose generalization applied to entity
sets customer and employee leads to a higher-level entity set person. The generalization is
overlapping if an employee can also be a customer.
Lower-level entity overlap is the default case; a disjointness constraint must be placed
explicitly on a generalization (or specialization). We can note a disjointedness constraint in
an E-R diagram by adding the word disjoint next to the triangle symbol.
A ﬁnal constraint, the completeness constraint on a generalization or specializa- tion,
speciﬁes whether or not an entity in the higher-level entity set must belong to at least one of
the lower-level entity sets within the generalization/specialization. This constraint may be one
of the following:
• Total generalization or specialization. Each higher-level entity must belong to a lowerlevel entity set.
• Partial generalization or specialization. Some higher-level entities may not belong to any
lower-level entity set.
Partial generalization is the default. We can specify total generalization in an E-R diagram by
using a double line to connect the box representing the higher-level entity set to the triangle
symbol. (This notation is similar to the notation for total participation in a relationship.)
The account generalization is total: All account entities must be either a savings account or a
checking account. Because the higher-level entity set arrived at through generalization is
generally composed of only those entities in the lower-level entity sets, the completeness
constraint for a generalized higher-level entity set is usually total. When the generalization is
partial, a higher-level entity is not constrained to appear in a lower-level entity set. The work
team entity sets illustrate a partial specialization. Since employees are assigned to a team only
after 3 months on the job, some employee entities may not be members of any of the lowerlevel team entity sets.
We may characterize the team entity sets more fully as a partial, overlapping specialization
of employee. The generalization of checking-account and savings-account into account is a
total, disjoint generalization. The completeness and disjointness constraints, however, do not
depend on each other. Constraint patterns may also be partial-disjoint and total-overlapping.
We can see that certain insertion and deletion requirements follow from the constraints that
apply to a given generalization or specialization. For instance, when a total completeness
constraint is in place, an entity inserted into a higher-level entity set must also be inserted into
at least one of the lower-level entity sets. With a condition-deﬁned constraint, all higher-level
entities that satisfy the condition must be inserted into that lower-level entity set. Finally, an
entity that is deleted from a higher-level entity set also is deleted from all the associated
lower-level entity sets to which it belongs.
Aggregation
One limitation of the E-R model is that it cannot express relationships among relationships.
To illustrate the need for such a construct, consider the ternary relationship works-on, which
we saw earlier, between a employee, branch, and job (see Figure 2.13). Now, suppose we
want to record managers for tasks performed by an employee at a branch; that is, we want to
record managers for (employee, branch, job) combinations. Let us assume that there is an
entity set manager.
One alternative for representing this relationship is to create a quaternary relationship manages between employee, branch, job, and manager. (A quaternary relationship is
required — a binary relationship between manager and employee would not permit us to
represent which (branch, job) combinations of an employee are managed by which manager.)
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Using the basic E-R modeling constructs, we obtain the E-R diagram of Figure 2.18. (We
have omitted the attributes of the entity sets, for simplicity.)
It appears that the relationship sets works-on and manages can be combined into one single
relationship set. Nevertheless, we should not combine them into a single relationship, since
some employee, branch, job combinations many not have a manager.

There is redundant information in the resultant ﬁgure, however, since
every employee, branch, job combination in manages is also in works-on. If the manager
were a value rather than an manager entity, we could instead make manager a multivalued attribute of the relationship works-on. But doing so makes it more difﬁcult (logically as well as
in execution cost) to ﬁnd, for example, employee-branch-job triples for which a manager is
responsible. Since the manager is a manager entity, this alternative is ruled out in any case.
The best way to model a situation such as the one just described is to use
aggregation. Aggregation is an abstraction through which relationships are treated as higherlevel entities. Thus, for our example, we regard the relationship set works-on (relating the
entity sets employee, branch, and job) as a higher-level entity set called works-on. Such an
entity set is treated in the same manner as is any other entity set. We can then create a binary
relationship manages between works-on and manager to represent who manages what tasks.
Figure 2.19 shows a notation for aggregation commonly used to represent the above situation.
Alternative E-R Notations
Figure 2.20 summarizes the set of symbols we have used in E-R diagrams. There is no
universal standard for E-R diagram notation, and different books and E-R diagram software
use different notations; Figure 2.21 indicates some of the alternative notations that are widely
used. An entity set may be represented as a box with the name outside, and the attributes
listed one below the other within the box. The primary key attributes are indicated by listing
them at the top, with a line separating them from the other attributes.
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Cardinality constraints can be indicated in several different ways, as Figure 2.21 shows. The
labels ∗ and 1 on the edges out of the relationship are sometimes used for depicting many-tomany, one-to-one, and many-to-one relationships, as the ﬁgure shows. The case of one-tomany is symmetric to many-to-one, and is not shown. In another alternative notation in the
ﬁgure, relationship sets are represented by lines between entity sets, without diamonds; only
binary relationships can be modeled thus. Cardinality constraints in such a notation are shown
by “crow’s foot” notation, as in the ﬁgure.
Relation Data Model
Relational data model is the primary data model, which is used widely around the world for
data storage and processing. This model is simple and it has all the properties and capabilities
required to process data with storage efficiency.
Concepts
Tables − In relational data model, relations are saved in the format of Tables. This format
stores the relation among entities. A table has rows and columns, where rows represents
records and columns represent the attributes.
Tuple − A single row of a table, which contains a single record for that relation is called a
tuple.
Relation instance − A finite set of tuples in the relational database system represents relation
instance. Relation instances do not have duplicate tuples.
Relation schema − A relation schema describes the relation name (table name), attributes,
and their names.
Relation key − Each row has one or more attributes, known as relation key, which can
identify the row in the relation (table) uniquely.
Attribute domain − Every attribute has some pre-defined value scope, known as attribute
domain.
Constraints
Every relation has some conditions that must hold for it to be a valid relation. These
conditions are called Relational Integrity Constraints. There are three main integrity
constraints −
 Key constraints
 Domain constraints
 Referential integrity constraints
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Key Constraints
There must be at least one minimal subset of attributes in the relation, which can identify a
tuple uniquely. This minimal subset of attributes is called keyfor that relation. If there are
more than one such minimal subsets, these are called candidate keys.
Key constraints force that −
in a relation with a key attribute, no two tuples can have identical values for key attributes.
a key attribute can not have NULL values.
Key constraints are also referred to as Entity Constraints.
Domain Constraints
Attributes have specific values in real-world scenario. For example, age can only be a
positive integer. The same constraints have been tried to employ on the attributes of a
relation. Every attribute is bound to have a specific range of values. For example, age cannot
be less than zero and telephone numbers cannot contain a digit outside 0-9.
Referential integrity Constraints
Referential integrity constraints work on the concept of Foreign Keys. A foreign key is a key
attribute of a relation that can be referred in other relation.
Referential integrity constraint states that if a relation refers to a key attribute of a different or
same relation, then that key element must exist.
INTEGRITY CONSTRAINTS OVER RELATION
INTRODUCTION
Database integrity refers to the validity and consistency of stored data. Integrity is usually
expressed in terms of constraints, which are consistency rules that the database is not
permitted to violate. Constraints may apply to each attribute or they may apply to
relationships between tables.
Integrity constraints ensure that changes (update deletion, insertion) made to the database by
authorized users do not result in a loss of data consistency. Thus, integrity constraints guard
against accidental damage to the database.
EXAMPLE- A brood group must be ‘A’ or ‘B’ or ‘AB’ or ‘O’ only (can not any other values
else).
TYPES OF INTEGRITY CONSTRAINTS
Various types of integrity constraints are Domain Integrity
 Entity Integrity Constraint
 Referential Integrity Constraint
 Key Constraints
1. Domain Integrity- Domain integrity means the definition of a valid set of values for an
attribute. You define data type, length or size, is null value allowed , is the value unique or
not for an attribute ,the default value, the range (values in between) and/or specific values for
the attribute.
2. Entity Integrity Constraint- This rule states that in any database relation value of
attribute of a primary key can't be null.
EXAMPLE- Consider a relation "STUDENT" Where "Stu_id" is a primary key and it must
not contain any null value whereas other attributes may contain null value e.g "Branch" in
the following relation contains one null value.
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Stu_id
11255234
11255369

Name
Aman
Kapil

Branch
CSE
ECE

11255324
11255237
11255678

Ajay
Raman
Aastha

CSE
CSE
ECE

3.Referential Integrity Constraint-It states that if a foreign key exists in a relation then
either the foreign key value must match a primary key value of some tuple in its home
relation or the foreign key value must be null.
The rules are:
1. You can't delete a record from a primary table if matching records exist in a related table.
2. You can't change a primary key value in the primary table if that record has related
records.
3. You can't enter a value in the foreign key field of the related table that doesn't exist in the
primary key of the primary table.
4. However, you can enter a Null value in the foreign key, specifying that the records are
unrelated.
EXAMPLE-Consider 2 relations "stu" and "stu_1" Where "Stu_id " is the primary key in the
"stu" relation and foreign key in the "stu_1" relation.
Relation "stu"
Stu_id
11255234
11255369
11255324
11255237
11255678

Name
Aman
Kapil
Ajay
Raman
Aastha

Branch
CSE
ECE
ME
CSE
ECE

Relation "stu_1"
Stu_id
11255234
11255369
11255324
11255237
11255678

Cource
B.TECH
B.TECH
B.TECH
B.TECH
B.TECH

Duration
4 years
4 years
4 years
4 years
4 years

Examples
Rule 1. You can't delete any of the rows in the ”stu” relation that are visible since all the
”stu” are in use in the “stu_1” relation.
Rule 2. You can't change any of the ”Stu_id” in the “stu” relation since all the “Stu_id” are in
use in the ”stu_1” relation.
Rule 3. The values that you can enter in the” Stu_id” field in the “stu_1” relation must be in
the” Stu_id” field in the “stu” relation.
Rule 4 You can enter a null value in the "stu_1" relation if the records are unrelated.
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4.Key Constraints- A Key Constraint is a statement that a certain minimal subset of the
fields of a relation is a unique identifier for a tuple.
There are 4 types of key constraintsCandidate key.
Super key
Primary key
Foreign key

Data integrity is enforced by database constraints
Database Constraints are declarative integrity rules of defining table structures. They include
the following 7 constraint types:
Data type constraint:
This defines the type of data, data length, and a few other attributes which are specifically
associated with the type of data in a column.
Default constraint:
This defines what value the column should use when no value has been supplied explicitly
when inserting a record in the table.
Nullability constraint:
This defines that if a column is NOT NULL or allow NULL values to be stored in it.
Primary key constraint:
This is the unique identifier of the table. Each row must have a distinct value. The primary
key can be either a sequentially incremented integer number or a natural selection of data that
represents what is happening in the real world (e.g. Social Security Number). NULL values
are not allowed in primary key values.
Unique constraint:
This defines that the values in a column must be unique and no duplicates should be stored.
Sometimes the data in a column must be unique even though the column does not act as
Primary Key of the table. For example CategoryName column is unique in categories table
but CategoryName is not primary key of the table.
Foreign key constraint:
This defines how referential integrity is enforced between two tables.
Check constraint:
This defines a validation rule for the data values in a column so it is a user-defined data
integrity constraint. This rule is defined by the user when designing the column in a table.
Not every database engine supports check constraints. As of version 5.0, MySQL does not
support check constraint. But you can use enum data type or set data type to achieve some of
its functionalities that are available in other Relational Database Management Systems
(Oracle, SQL Server, etc).
Data integrity type Enforced by database constraint
Row integrity

Primary key constraint
Unique constraint

Column integrity

Foreign key constraint
Check constraint
Default constraint
Data type constraint
Nullability constraint
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Foreign key constraint

User-defined integrity Check constraint
ENFORCING INTEGRITY CONSTRAINTS
As we observed earlier, ICs are speci_ed when a relation is created and enforced when a
relation is modi_ed. The impact of domain, PRIMARY KEY, and UNIQUE constraints is
straightforward: if an insert, delete, or update command causes a violation, it is rejected.
Potential IC violation is generally checked at the end of each SQL statement execution,
although it can be deferred until the end of the transaction executing the statement.
Consider the instance S1 of Students shown in Figure 3.1. The following insertion violates
the primary key constraint because there is already a tuple with the sid53688, and it will be
rejected by the DBMS:
INSERT
INTO Students (sid, name, login, age, gpa)
VALUES (53688, `Mike', `mike@ee', 17, 3.4)
The following insertion violates the constraint that the primary key cannot contain
null:
INSERT
INTO Students (sid, name, login, age, gpa)
VALUES (null, `Mike', `mike@ee', 17, 3.4)
Of course, a similar problem arises whenever we try to insert a tuple with a value in
a _eld that is not in the domain associated with that _eld, i.e., whenever we violate
a domain constraint. Deletion does not cause a violation of domain, primary key or
unique constraints. However, an update can cause violations, similar to an insertion:
UPDATE Students S
SET S.sid = 50000
WHERE S.sid = 53688
This update violates the primary key constraint because there is already a tuple with
sid50000.
The impact of foreign key constraints is more complex because SQL sometimes tries to
rectify a foreign key constraint violation instead of simply rejecting the change. We
willdiscuss the referential integrity enforcement steps taken by the DBMS in terms of our
Enrolled and Students tables, with the foreign key constraint that Enrolled.sidis a reference to
(the primary key of) Students.
In addition to the instance S1 of Students, consider the instance of Enrolled shown in Figure
3.4. Deletions of Enrolled tuples do not violate referential integrity, but insertions of Enrolled
tuples could. The following insertion is illegal because there is no student with sid51111:
INSERT
INTO Enrolled (cid, grade, sid)
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VALUES (`Hindi101', `B', 51111)
On the other hand, insertions of Students tuples do not violate referential integrity although
deletions could. Further, updates on either Enrolled or Students that change the sidvalue
could potentially violate referential integrity.
Querying Relational Data
A relational database query (query, for short) is a question about the data, and the answer
consists of a new relation containing the result. For example, we might want to find all
students younger than 18 or all students enrolled in Reggae203. A querylanguage is a
specialized language for writing queries.
SQL is the most popular commercial query language for a relational DBMS. We now present
some SQL examples that illustrate how easily relations can be queried. Consider the instance
of the Students relation shown in Figure 3.1. We can retrieve rows corresponding to students
who are younger than 18 with the following SQL query:
SELECT *
FROM Students S
WHERE S.age<18
The symbol * means that we retain all _elds of selected tuples in the result. To understand
this query, think of S as a variable that takes on the value of each tuple in Students, one tuple
after the other. The condition S.age<18 in the WHERE clause specifies that we want to select
only tuples in which the age field has a value less than 18. This query evaluates to the
relation shown in Figure 3.6.

This example illustrates that the domain of a field restricts the operations that are permitted
on field values, in addition to restricting the values that can appear in the field. The condition
S.age<18 involves an arithmetic comparison of an age value with an integer and is
permissible because the domain of age is the set of integers. On the other hand, a condition
such as S.age = S.siddoes not make sense because it compares an integer value with a string
value, and this comparison is defined to fail in SQL; a query containing this condition will
produce no answer tuples.
In addition to selecting a subset of tuples, a query can extract a subset of the fields of each
selected tuple. We can compute the names and logins of students who are younger than 18
with the following query:
SELECT S.name, S.login
FROM Students S
WHERE S.age<18
Figure 3.7 shows the answer to this query; it is obtained by applying the selection to the
instance S1 of Students (to get the relation shown in Figure 3.6), followed by removing
unwanted fields. Note that the order in which we perform these operations does matter if we
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remove unwanted fields first, we cannot check the condition S.age<18, which involves one of
those fields. We can also combine information in the Students and Enrolled relations. If we
want to obtain the names of all students who obtained an A and the id of the course in which
they got an A, we could write the following query:
SELECT S.name, E.cid
FROM Students S, Enrolled E
WHERE S.sid = E.sidAND E.grade = `A'

Logical Database Design: ER to Relational with Case Studies
ER Model, when conceptualized into diagrams, gives a good overview of entity-relationship,
which is easier to understand. ER diagrams can be mapped to relational schema, that is, it is
possible to create relational schema using ER diagram. We cannot import all the ER constraints
into relational model, but an approximate schema can be generated.
There are several processes and algorithms available to convert ER Diagrams into Relational
Schema. Some of them are automated and some of them are manual. We may focus here on the
mapping diagram contents to relational basics.
ER diagrams mainly comprise of −


Entity and its attributes



Relationship, which is association among entities.

Mapping Entity
An entity is a real-world object with some attributes.

Mapping Process (Algorithm)


Create table for each entity.
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Entity's attributes should become fields of tables with their respective data types.



Declare primary key.

Mapping Relationship
A relationship is an association among entities.

Mapping Process


Create table for a relationship.



Add the primary keys of all participating Entities as fields of table with their respective
data types.



If relationship has any attribute, add each attribute as field of table.



Declare a primary key composing all the primary keys of participating entities.



Declare all foreign key constraints.

Mapping Weak Entity Sets
A weak entity set is one which does not have any primary key associated with it.

Mapping Process


Create table for weak entity set.



Add all its attributes to table as field.



Add the primary key of identifying entity set.



Declare all foreign key constraints.
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Mapping Hierarchical Entities
ER specialization or generalization comes in the form of hierarchical entity sets.

Mapping Process


Create tables for all higher-level entities.



Create tables for lower-level entities.



Add primary keys of higher-level entities in the table of lower-level entities.



In lower-level tables, add all other attributes of lower-level entities.



Declare primary key of higher-level table and the primary key for lower-level table.



Declare foreign key constraints.

Informal Design Guidelines for Relational Schema
Before discussing the formal theory of relational database design, we discuss four informal
guidelines that may be used as measures to determine the quality of relation schema design:


Making sure that the semantics of the attributes is clear in the schema



Reducing the redundant information in tuples



Reducing the NULL values in tuples



Disallowing the possibility of generating spurious tuples

These measures are not always independent of one another, as we will see.
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1. Imparting Clear Semantics to Attributes in Relations
Whenever we group attributes to form a relation schema, we assume that attributes belonging
to one relation have certain real-world meaning and a proper interpretation associated with
them. The semantics of a relation refers to its meaning result-ing from the interpretation of
attribute values in a tuple. In Chapter 3 we discussed how a relation can be interpreted as a
set of facts. If the conceptual design described in Chapters 7 and 8 is done carefully and the
mapping procedure in Chapter 9 is fol-lowed systematically, the relational schema design
should have a clear meaning.
In general, the easier it is to explain the semantics of the relation, the better the relation
schema design will be. To illustrate this, consider Figure 15.1, a simplified version of
the COMPANY relational database schema in Figure 3.5, and Figure 15.2, which presents an
example of populated relation states of this schema. The meaning of
the EMPLOYEE relation schema is quite simple: Each tuple represents an employee, with
values for the employee’s name (Ename), Social Security number (Ssn), birth date (Bdate),
and address (Address), and the number of the department that the employee works for
(Dnumber). The Dnumber attribute is a foreign key that represents an implicit
relationship between EMPLOYEE and DEPARTMENT. The semantics of
theDEPARTMENT and PROJECT schemas are also straightforward:
Each DEPARTMENT tuple represents a department entity, and each PROJECT tuple
represents a project entity. The attribute Dmgr_ssn ofDEPARTMENT relates a department to
the employee who is its manager, while Dnum of PROJECT relates a project to its controlling
department; both are foreign key attributes. The ease with which the meaning of a relation’s
attributes can be explained is an informal measure of how well the relation is designed.
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The semantics of the other two relation schemas in Figure 15.1 are slightly more complex.
Each tuple inDEPT_LOCATIONS gives a department number (Dnumber) and one of the
locations of the department (Dlocation). Each tuple in WORKS_ON gives an employee
Social Security number (Ssn), the project number of one of the projects that the employee
works on (Pnumber), and the number of hours per week that the employee works on that
project (Hours). However, both schemas have a well-defined and unambiguous interpretation.
The schema DEPT_LOCATIONS rep-resents a multivalued attribute of DEPARTMENT,
whereasWORKS_ON represents an M:N relationship between EMPLOYEE and PROJECT.
Hence, all the relation schemas in Figure 15.1 may be considered as easy to explain and
therefore good from the standpoint of having clear semantics. We can thus formulate the
following informal design guideline.
Guideline 1
Design a relation schema so that it is easy to explain its meaning. Do not combine attributes
from multiple entity types and relationship types into a single relation. Intuitively, if a
relation schema corresponds to one entity type or one relationship type, it is straightforward
to interpret and to explain its meaning. Otherwise, if the relation corresponds to a mixture of
multiple entities and relationships, semantic ambiguities will result and the relation cannot be
easily explained.
Examples of Violating Guideline 1. The relation schemas in Figures 15.3(a) and 15.3(b) also
have clear semantics. (The reader should ignore the lines under the relations for now; they are
used to illustrate functional dependency notation, dis-cussed in Section 15.2.) A tuple in
the EMP_DEPT relation schema in Figure 15.3(a) represents a single employee but includes
additional information—namely, the name (Dname) of the department for which the
employee works and the Social Security number (Dmgr_ssn) of the department manager. For
the EMP_PROJ rela-tion in Figure 15.3(b), each tuple relates an employee to a project but
also includes

the employee name (Ename), project name (Pname), and project location (Plocation).
Although there is nothing wrong logically with these two relations, they violate Guideline 1
by mixing attributes from distinct real-world entities: EMP_DEPT mixes attributes of
employees and departments, and EMP_PROJ mixes attributes of employees and projects and
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the WORKS_ON relationship. Hence, they fare poorly against the above measure of design
quality. They may be used as views, but they cause problems when used as base relations, as
we discuss in the following section.
2. Redundant Information in Tuples and Update Anomalies
One goal of schema design is to minimize the storage space used by the base rela-tions (and
hence the corresponding files). Grouping attributes into relation schemas has a significant
effect on storage space. For example, compare the space used by the two base
relations EMPLOYEE and DEPARTMENT in Figure 15.2 with that for an EMP_DEPT base
relation in Figure 15.4, which is the result of applying the NATURAL JOINoperation
to EMPLOYEE and DEPARTMENT. In EMP_DEPT, the attribute values pertaining to a
particular department (Dnumber, Dname, Dmgr_ssn) are repeated for every employee who
works for that department. In contrast, each department’s information appears only once in
the DEPARTMENT relation in Figure 15.2. Only the department number (Dnumber) is
repeated in the EMPLOYEE relation for each employee who works in that department as a
foreign key. Similar com-ments apply to the EMP_PROJ relation (see Figure 15.4), which
augments the WORKS_ON relation with additional attributes
from EMPLOYEE and PROJECT.
Storing natural joins of base relations leads to an additional problem referred to as update
anomalies. These can be classified into insertion anomalies, deletion anomalies, and
modification anomalies.
Insertion Anomalies. Insertion anomalies can be differentiated into two types, illustrated by
the following examples based on the EMP_DEPT relation:
To insert a new employee tuple into EMP_DEPT, we must include either the attribute
values for the department that the employee works for, or NULLs (if the employee does not
work for a department as yet). For example, to insert a new tuple for an employee who works
in department number 5, we must enter all the attribute values of department 5 correctly so
that they are
consistent with the corresponding values for department 5 in other tuples in EMP_DEPT. In
the design of Figure 15.2, we do not have to worry about this consistency problem because
we enter only the department number in the employee tuple; all other attribute values of
department 5 are recorded only once in the database, as a single tuple in
the DEPARTMENT relation.
It is difficult to insert a new department that has no employees as yet in
the EMP_DEPT relation. The only way to do this is to place NULL values in the
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attributes for employee. This violates the entity integrity for EMP_DEPT because Ssn is its
primary key. Moreover, when the first employee is assigned to that department, we do not
need this tuple with NULLvaluesany more. This problem does not occur in the design of
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Figure 15.2 because a department is entered in the DEPARTMENT relation whether or not
any employees work for it, and whenever an employee is assigned to that department, a corresponding tuple is inserted in EMPLOYEE.
Deletion Anomalies. The problem of deletion anomalies is related to the second insertion
anomaly situation just discussed. If we delete from EMP_DEPT an employee tuple that
happens to represent the last employee working for a particular department, the information
concerning that department is lost from the database. This problem does not occur in the
database of Figure 15.2 because DEPARTMENT tuples are stored separately.
Modification Anomalies. In EMP_DEPT, if we change the value of one of the attributes of a
particular department—say, the manager of department 5—we must update the tuples
of all employees who work in that department; otherwise, the database will become
inconsistent. If we fail to update some tuples, the same depart-ment will be shown to have
two different values for manager in different employee tuples, which would be wrong.
It is easy to see that these three anomalies are undesirable and cause difficulties to maintain
consistency of data as well as require unnecessary updates that can be avoided; hence, we can
state the next guideline as follows.
Guideline 2
Design the base relation schemas so that no insertion, deletion, or modification anomalies are
present in the relations. If any anomalies are present, note them clearly and make sure that the
programs that update the database will operate correctly.
The second guideline is consistent with and, in a way, a restatement of the first guideline. We
can also see the need for a more formal approach to evaluating whether a design meets these
guidelines. Sections 15.2 through 15.4 provide these needed formal concepts. It is important
to note that these guidelines may some-times have to be violated in order to improve the
performance of certain queries. If EMP_DEPT is used as a stored relation (known otherwise
as a materialized view) in addition to the base relations of EMPLOYEE andDEPARTMENT,
the anomalies in EMP_DEPT must be noted and accounted for (for example, by using
triggers or stored procedures that would make automatic updates). This way, whenever the
base relation is updated, we do not end up with inconsistencies. In general, it is advisable to
use anomaly-free base relations and to specify views that include the joins for placing
together the attributes frequently referenced in important queries.
3. NULL Values in Tuples
In some schema designs we may group many attributes together into a “fat” relation. If many
of the attributes do not apply to all tuples in the relation, we end up with many NULLs in
those tuples. This can waste space at the storage level and may also lead to problems with
understanding the meaning of the attributes and with specifying JOIN operations at the
logical level. Another problem with NULLs is how to account for them when aggregate
operations such as COUNT or SUM are applied. SELECT and JOINoperations involve
comparisons; if NULL values are present, the results may become
unpredictable. Moreover, NULLs can have multiple interpretations, such as the following:
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The attribute does not apply to this tuple. For example, Visa_status may not apply to
U.S. students.
The attribute value for this tuple is unknown. For example, the Date_of_birth may be
unknown for an employee.
The value is known but absent; that is, it has not been recorded yet. For example,
theHome_Phone_Number for an employee may exist, but may not be available and recorded
yet.
Having the same representation for all NULLs compromises the different meanings they may
have. Therefore, we may state another guideline.
Guideline 3
As far as possible, avoid placing attributes in a base relation whose values may frequently
be NULL. IfNULLs are unavoidable, make sure that they apply in exceptional cases only and
do not apply to a majority of tuples in the relation.
Using space efficiently and avoiding joins with NULL values are the two overriding criteria
that determine whether to include the columns that may have NULLs in a relation or to have
a separate relation for those columns (with the appropriate key columns). For example, if
only 15 percent of employees have individual offices, there is little justification for including
an attribute Office_number in the EMPLOYEE relation; rather, a
relation EMP_OFFICES(Essn, Office_number) can be created to include tuples for only the
employees with individual offices.
4. Generation of Spurious Tuples
Consider the two relation schemas EMP_LOCS and EMP_PROJ1 in Figure 15.5(a), which
can be used instead of the single EMP_PROJ relation in Figure 15.3(b). A tuple
in EMP_LOCS means that the employee whose name is Ename works on some project whose
location is Plocation. A tuple in EMP_PROJ1 refers to the fact that the employee whose
Social Security number is Ssn works Hours per week on the project whose name, number,
and location are Pname, Pnumber, and Plocation. Figure 15.5(b) shows relation states
of EMP_LOCSand EMP_PROJ1 corresponding to the
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EMP_PROJ relation in Figure 15.4, which are obtained by applying the
appropriate PROJECT (π) operations to EMP_PROJ (ignore the dashed lines in Figure
15.5(b) for now).
Suppose that we used EMP_PROJ1 and EMP_LOCS as the base relations instead
of EMP_PROJ. This produces a particularly bad schema design because we cannot recover
the information that was originally
inEMP_PROJ from EMP_PROJ1 and EMP_LOCS. If we attempt a NATURAL JOIN op
eration on EMP_PROJ1 and EMP_LOCS, the result produces many more tuples than the
original set of tuples inEMP_PROJ. In Figure 15.6, the result of applying the join to only the
tuples above the dashed lines in Figure 15.5(b) is shown (to reduce the size of the resulting
rela ion). Additional tuples that were not in are called spurious tuples
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because they represent spurious information that is not valid. The spurious tuples are marked
by asterisks (*) in Figure 15.6.
Decomposing EMP_PROJ into EMP_LOCS and EMP_PROJ1 is undesirable because when
we JOIN them back using NATURAL JOIN, we do not get the correct original information.
This is because in this casePlocation is the attribute that
relates EMP_LOCS and EMP_PROJ1, and Plocation is neither a primary key nor a
foreign key in either EMP_LOCS or EMP_PROJ1. We can now informally state another
design guideline.
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Guideline 4
Design relation schemas so that they can be joined with equality conditions on attributes that
are appropriately related (primary key, foreign key) pairs in a way that guarantees that no
spurious tuples are generated. Avoid relations that contain matching attributes that are not
(foreign key, primary key) combinations because joining on such attributes may produce
spurious tuples.
This informal guideline obviously needs to be stated more formally. In Section 16.2 we
discuss a formal condition called the nonadditive (or lossless) join property that guarantees
that certain joins do not produce spurious tuples.
5. Summary and Discussion of Design Guidelines
In Sections 15.1.1 through 15.1.4, we informally discussed situations that lead to problematic
relation schemas and we proposed informal guidelines for a good relational design. The
problems we pointed out, which can be detected without additional tools of analysis, are as
follows:
Anomalies that cause redundant work to be done during insertion into and modification
of a relation, and that may cause accidental loss of information during a deletion from a
relation
Waste of storage space due to NULLs and the difficulty of performing selections,
aggregation operations, and joins due to NULL values
Generation of invalid and spurious data during joins on base relations with matched
attributes that may not represent a proper (foreign key, primary key) relationship
In the rest of this chapter we present formal concepts and theory that may be used to define
the goodnessand badness of individual relation schemas more precisely. First we discuss
functional dependency as a tool for analysis. Then we specify the three normal forms and
Boyce-Codd normal form (BCNF) for relation schemas. The strategy for achieving a good
design is to decompose a badly designed relation appropriately. We also briefly introduce
additional normal forms that deal with additional dependencies. In Chapter 16, we discuss the
properties of decomposition in detail, and provide algorithms that design relations bottom-up
by using the functional dependencies as a starting point.
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Functional Dependencies
Functional dependency (FD) is a property of the information represented by the
relation.Functional dependency allows the database designer to express facts about the enterprise
that the designer is modeling with the enterprise databases. It allows the designer to express
constraints, which cannot be expressed with super keys. Functional dependency is a term derived
from mathematical theory, which states that for every element in the attribute (which appears on
some row), there is a unique corresponding element (on the same row).
Let us assume that rows (tuples) of a relational table T is represented by the notation r1 ,r2
,…….., and individual attributes (columns) of the table is represented by letters A, B,…. The
letters X, Y , ….., represent the subsets of attributes.
Thus, as per mathematical theory, for a given table T containing at least two attributes A and B,
we can say that A -> B. The arrow notation '->' is read as "functionally determines".
Thus, we can say that, A functionally determines B or B is functionally dependent on A. In other
words, we can say that, given two rows R1,and R2, in table T, if R1(A)=R2(A) then
R1(B)=R2(B).
The attributes in subset A are sometimes known as the determinant of FD: A -> B.
The left hand side of the functional dependency is sometimes called determinant whereas that of
the right hand side is called the dependent. The determinant and dependent are both sets of
attributes. A functional dependency is a many-to-one relationship between two sets of attributes
X and Y of a given table T. Here X and Y are subsets of the set of attributes of table T. Thus, the
functional dependency X -> Y is said to hold in relation R if and only if, whenever two tuples
(rows or records) of T have the same value of X, they also have the same value for Y.
Functional dependency in DBMS
The attributes of a table is said to be dependent on each other when an attribute of a table
uniquely identifies another attribute of the same table.
For example: Suppose we have a student table with attributes: Stu_Id, Stu_Name, Stu_Age. Here
Stu_Id attribute uniquely identifies the Stu_Name attribute of student table because if we know
the student id we can tell the student name associated with it. This is known as functional
dependency and can be written as Stu_Id->Stu_Name or in words we can say Stu_Name is
functionally dependent on Stu_Id.
Formally:
If column A of a table uniquely identifies the column B of same table then it can represented as
A->B (Attribute B is functionally dependent on attribute A)
Types of Functional Dependencies
Trivial functional dependency
non-trivial functional dependency
Multivalued dependency
Transitive dependency
1.Trivial functional dependency
The dependency of an attribute on a set of attributes is known as trivial functional dependency if
the set of attributes includes that attribute.
Symbolically: A ->B is trivial functional dependency if B is a subset of A.
The following dependencies are also trivial: A->A & B->B
For example: Consider a table with two columns Student_id and Student_Name.
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{Student_Id, Student_Name} ->Student_Id is a trivial functional dependency as Student_Id is a
subset of {Student_Id, Student_Name}. That makes sense because if we know the values of
Student_Id and Student_Name then the value of Student_Id can be uniquely determined.
Also, Student_Id ->Student_Id&Student_Name ->Student_Name are trivial dependencies too.
2. non-trivial functional dependency
If a functional dependency X->Y holds true where Y is not a subset of X then this dependency is
called non trivial Functional dependency.
For example:
An employee table with three attributes: emp_id, emp_name, emp_address.
The following functional dependencies are non-trivial:
emp_id ->emp_name (emp_name is not a subset of emp_id)
emp_id ->emp_address (emp_address is not a subset of emp_id)
On the other hand, the following dependencies are trivial:
{emp_id, emp_name} ->emp_name [emp_name is a subset of {emp_id, emp_name}]
Completely non trivial FD:
If a FD X->Y holds true where X intersection Y is null then this dependency is said to be
completely non trivial function dependency.
3.Multivalued dependency
Multivalued dependency occurs when there are more than one independent multivalued
attributes in a table.
For example: Consider a bike manufacture company, which produces two colors (Black and
white) in each model every year.
bike_model

manuf_year

color

M1001

2007

Black

M1001

2007

Red

M2012

2008

Black

M2012

2008

Red

M2222

2009

Black

M2222

2009

Red

Here columns manuf_year and color are independent of each other and dependent on
bike_model. In this case these two columns are said to be multivalued dependent on bike_model.
These dependencies can be represented like this:
bike_model ->>manuf_year
bike_model ->> color
4.Transitive dependency
A functional dependency is said to be transitive if it is indirectly formed by two functional
dependencies. For e.g.
X -> Z is a transitive dependency if the following three functional dependencies hold true:
X->Y
Y does not ->X
Y->Z
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Note: A transitive dependency can only occur in a relation of three of more attributes. This
dependency helps us normalizing the database in 3NF (3rd Normal Form).
Example: Let’s take an example to understand it better:
Book

Author

Author_age

Game of Thrones

George R. R. Martin

66

Harry Potter

J. K. Rowling

49

Dying of the Light

George R. R. Martin

66

{Book} ->{Author} (if we know the book, we knows the author name)
{Author} does not ->{Book}
{Author} -> {Author_age}
Therefore as per the rule of transitive dependency: {Book} -> {Author_age} should hold, that
makes sense because if we know the book name we can know the author’s age.
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UNIT 3
NORMALIZATION
Normalization is a process of organizing the data in database to avoid data redundancy, insertion
anomaly, update anomaly & deletion anomaly. Let’s discuss about anomalies first then we will
discuss normal forms with examples.
Anomalies in DBMS
There are three types of anomalies that occur when the database is not normalized. These are –
Insertion, update and deletion anomaly. Let’s take an example to understand this.
Example: Suppose a manufacturing company stores the employee details in a table named
employee that has four attributes: emp_id for storing employee’s id, emp_name for storing
employee’s name, emp_address for storing employee’s address and emp_dept for storing the
department details in which the employee works. At some point of time the table looks like this:
emp_id

emp_name

emp_address

emp_dept

101

Rick

Delhi

D001

101

Rick

Delhi

D002

123

Maggie

Agra

D890

166

Glenn

Chennai

D900

166

Glenn

Chennai

D004

The above table is not normalized. We will see the problems that we face when a table is not
normalized.
Update anomaly: In the above table we have two rows for employee Rick as he belongs to
two departments of the company. If we want to update the address of Rick then we have to
update the same in two rows or the data will become inconsistent. If somehow, the correct
address gets updated in one department but not in other then as per the database, Rick would
be having two different addresses, which is not correct and would lead to inconsistent data.
Insert anomaly: Suppose a new employee joins the company, who is under training and
currently not assigned to any department then we would not be able to insert the data into the
table if emp_dept field doesn’t allow nulls.
Delete anomaly: Suppose, if at a point of time the company closes the department D890 then
deleting the rows that are having emp_dept as D890 would also delete the information of
employee Maggie since she is assigned only to this department.
To overcome these anomalies we need to normalize the data. In the next section we will
discuss about normalization.
Normalization
“Normalization” just means making something more normal, which usually means bringing it
closer to conformity with a given standard. Database normalization doesn’t mean that you
have have weird data, although you might. It’s the name for an approach for reducing
redundant data in databases. If the same data is stored in more than one place, keeping it
synchronized is a pain. Furthermore, if you can’t trust your synchronization process
absolutely, you can’t trust the data you retrieve.
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NormalForms
Forms of normalization are given below:
FIRST NORMAL FORM (1NF)
SECOND NORMAL FORM (2NF)
THIRD NORMAL FORM (3NF)
Boyce-Codd Normal Form (BCNF)
FOURTH NORMAL FORM (4NF)
FIFTH NORMAL FORM (5NF)

FIRST NORMAL FORM (1NF) :
"A relation schema R is in 1NF, if it does not have
any composite attributes,multivalued atttribute or their combination."
The objective of first normal form is that the table should contain no repeating groups of
data.Data is divided into logical units called entities or tables
All attributes (column) in the entity (table) must be single valued.
Repeating or multi valued attributes are moved into a separate entity (table) & a relationship
is established between the two tables or entities.
Example of the first normal form :
Consider the following Customer table.
Customer :
cid

name

address

contact_no

society




city

C01

aaa

Amulavas,Anand

{1234567988}

C02

bbb

near parimalgarden,abad

{123,333,4445}

C03

ccc

sardar colony , surat

Here,address is a composite attribute , which is further subdivided into two column society
and city.And attribute contact_no is multivalued attribute.
Problems with this relation are It is not possible to store multiple values in a single field in a relation. so, if any customer has
more than one contact number, it is not possible to store those numbers.
Another problem is related to information retrieval . Suppose, here, if there is a need to find
out all customers belonging to some particular city, it is very difficult to retrieve. The reason
is: city name for all customers are combined with society names and stored whole as an
address.
Solution for composite attribute
Insert separate attributes in a relation for each sub-attribute of a composite attribute.
In our example, insert two separate attributes for Society and city in a relation in place of
single composite attributes address. Now, insert data values separately for Society and City
for all tuples.
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Customer :
cid

name

Society
city

contact_no

C01

aaa

Amulavas

Anand

{1234567988}

C02

bbb

near parimal garden

abad

{123,333,4445}

C03

ccc

sardar colony

surat

Solution for Multi-valued attribute
Two approaches are available to solve problem of multi-valued attribute
1. First Approach:
In a First approach, determine maximum allowable values for a multi-valued attribute.In our
case, if maximum two numbers are allowed to store, insert two separate attributes attributes
to store contact numbers as shown.
Customer:
cid

name

Society

city

contact_no1
C01

aaa

Amulavas

Anand

1234567988

C02

bbb

near
parimal
garden

abad

123

C03

ccc

sardar
colony

surat

contact_no2

contact_no3

333

4445

Now,if customer has only one contact number or no any contact number, then keep the
related field empty for tupple of that customer. If customer has two contact numbers, store
both number in related fields. If customer has more than two contact numbers, store two
numbers and ignore all other numbers.
2.Second Approach:
In a second approach, remove the multi-valued attribute that violates 1NF and place it in a
separate relation along with the primary key of given original relation. The primary key of
new relation is the combination of multi-valued attribute and primary key of old relation. for
example, in our case, remove the contact_no attribute and place it with cid in a separate
relation customer_contact. Primary Key for relation Customer_contact will be combination of
cid and contact_no.
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customer:
cid

name

Society

city

C01

aaa

Amulavas

Anand

C02

bbb

near parimal garden

abad

C03

ccc

sardar colony

surat

Customer_contact
cid

contact_no

C01

1234567988

C02

123

C02

333

C02

4445

First approach is simple.But, it is not always possible to put restriction on maximum
allowable values.It also introduces null values for mant fields.
Second approach is superior as it does not suffer from draw backs of first approach. But, it is
some what complicated one.For example, to display all information about any/all customers,
two relations - Customer and Customer_contact - need to be accessed.

SECOND NORMAL FORM (2NF) :
"A relation schema R is in 2NF, if It is in First Normal Form, and every non_ prime attribute
of relation is fully functionally dependent on primary key."
A relation can violate 2NF only when it has more than one attribute in combination as a
primary key. if relation has only single attribute as a primary key, then, relation will
definitely be in 2NF.
Example:
consider the folllowing relation Table Depositor_Account
Depositor_Account
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This relation contains following functional dependencies.
FD1 : {Cid, ano} -> {access_date, balance, bname}
FD2 : ano -> {balance, bname}
In this relation schema, access_date, balance and bname are non - prime attributes. Among all
these three attributes, access_date is fully dependent on primary key (cid and ano). But
balance and bname are not fully dependent on primary key. tey depend on ano only.
So, this relation is not in Second normal form. Such kind of partia dependencies result in data
redundancy.
Solution:
Decompose the ralation such that, resultant relations do not have any partial functional
dependency. For this purpose, remove the partial dependent non-prime attributes that violates
2NF in relation. Place them in a separate new relation along with the prime attribute on
which they fully depend.
In our example, balance and bname are partial dependant attribute on primary key. so,
remove them and place in separate ralation called account alog with prime attribute ano. For
relation Account, ano will be a Primary key.
The Depositor_ account relation will be decomped in two seperate relations, called
Account_holder and Account.
Account:

Account_Holder:
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THIRD NORMAL FORM (3NF) :
"A relation schema R is in 3NF, if it is in Second normal form, and no any non-prime
attribute of relation is transitively dependent on primary key."
Third normal form ensures that the relation does not have any non-prime attribute transitively
dependent on primary key. In other words, It ensures that all the non-prime attributes of
relation directly depend on the primary key.
Example:
Consider the following relation schema Account_Branch
Account_Branch:

This relationcontains following functional dependencies.
FD1 : ano -> {balance, bname, baddress}, and
FD2 : bname ->baddress
In this relation schema, there is a functional dependency ano ->bname between ano&bname
as shown in FD1. also, there is another functional dependency bname ->baddress between
bname&baddress as shown in FD2. more over bname is a non-prime attribute. So, there is a
transitive dependency from ano to baddress, denoted by ano ->baddress.
Such kind of transitive dependencies result in data redundancy. In this relation, branch
address wil be stored repeatedly for each account of the same branch, occupying more
amount of memory.
Solution:
Decompose the relation in such a way that, resultant relatons do not have any non-prime
attribute transitively dependent on primary key. For this purpose, remove the transitively
dependant non-prime attributes that violates 3NF from relation. Place them in a separate new
relation along with the non-prime attribute due to which tansitive dependency occured. The
primary key of new relation will be the non-prime atttribute.
In our example, baddress is transitively dependent on ano due to non-prime attribute bname.
So, remove baddress and place it in separate relation called Branch along with the non-prime
attribute bname. for relation Branch, bname will be a primary key.
The Account_Branch relation will be decomposed in two separate relations called Account
and Branch.
Account:
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Branch:

Here are the most commonly used normal forms:
First normal form(1NF)
Second normal form(2NF)
Third normal form(3NF)
Boyce &Codd normal form (BCNF)
First normal form (1NF)
As per the rule of first normal form, an attribute (column) of a table cannot hold multiple
values. It should hold only atomic values.
Example: Suppose a company wants to store the names and contact details of its employees.
It creates a table that looks like this:
emp_id

emp_name

emp_address

emp_mobile

101

Herschel

New Delhi

8912312390

102

Jon

Kanpur

8812121212
9900012222

103

Ron

Chennai

7778881212

104

Lester

Bangalore

9990000123
8123450987

Two employees (Jon & Lester) are having two mobile numbers so the company stored them
in the same field as you can see in the table above.
This table is not in 1NF as the rule says “each attribute of a table must have atomic (single)
values”, the emp_mobile values for employees Jon & Lester violates that rule.
To make the table complies with 1NF we should have the data like this:

emp_id

emp_name

emp_address

emp_mobile

101

Herschel

New Delhi

8912312390

102

Jon

Kanpur

8812121212

102

Jon

Kanpur

9900012222

103

Ron

Chennai

7778881212

104

Lester

Bangalore

9990000123

104

Lester

Bangalore

8123450987
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Second normal form (2NF)
A table is said to be in 2NF if both the following conditions hold:
Table is in 1NF (First normal form)
No non-prime attribute is dependent on the proper subset of any candidate key of table.
An attribute that is not part of any candidate key is known as non-prime attribute.
Example: Suppose a school wants to store the data of teachers and the subjects they teach.
They create a table that looks like this: Since a teacher can teach more than one subjects, the
table can have multiple rows for a same teacher.
teacher_id

subject

teacher_age

111

Maths

38

111

Physics

38

222

Biology

38

333

Physics

40

333

Chemistry

40

Candidate Keys: {teacher_id, subject}
Non prime attribute: teacher_age
The table is in 1 NF because each attribute has atomic values. However, it is not in 2NF
because non prime attribute teacher_age is dependent on teacher_id alone which is a proper
subset of candidate key. This violates the rule for 2NF as the rule says “no non-prime
attribute is dependent on the proper subset of any candidate key of the table”.
To make the table complies with 2NF we can break it in two tables like this:
teacher_details table:
teacher_id

teacher_age

111

38

222

38

333

40

teacher_subject table:
teacher_id

subject

111

Maths

111

Physics

222

Biology

333

Physics

333

Chemistry

Now the tables comply with Second normal form (2NF).
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Third Normal form (3NF)
A table design is said to be in 3NF if both the following conditions hold:
Table must be in 2NF
Transitive functional dependency of non-prime attribute on any super key should be
removed.
An attribute that is not part of any candidate key is known as non-prime attribute.
In other words 3NF can be explained like this: A table is in 3NF if it is in 2NF and for each
functional dependency X-> Y at least one of the following conditions hold:
X is a super key of table
Y is a prime attribute of table
An attribute that is a part of one of the candidate keys is known as prime attribute.
Example: Suppose a company wants to store the complete address of each employee, they
create a table named employee_details that looks like this:
emp_id

emp_name

emp_zip

emp_state

emp_city

emp_district

1001

John

282005

UP

Agra

DayalBagh

1002

Ajeet

222008

TN

Chennai

M-City

1006

Lora

282007

TN

Chennai

Urrapakkam

1101

Lilly

292008

UK

Pauri

Bhagwan

1201

Steve

222999

MP

Gwalior

Ratan

Super keys: {emp_id}, {emp_id, emp_name}, {emp_id, emp_name, emp_zip}…so on
Candidate Keys: {emp_id}
Non-prime attributes: all attributes except emp_id are non-prime as they are not part of any
candidate keys.
Here, emp_state, emp_city&emp_district dependent on emp_zip. And, emp_zip is dependent
on emp_id that makes non-prime attributes (emp_state, emp_city&emp_district) transitively
dependent on super key (emp_id). This violates the rule of 3NF.
To make this table complies with 3NF we have to break the table into two tables to remove
the transitive dependency:
employee table:
emp_id

emp_name

emp_zip

1001

John

282005

1002

Ajeet

222008

1006

Lora

282007

1101

Lilly

292008

1201

Steve

222999

employee_zip table:
emp_zip

emp_state

emp_city

emp_district

282005

UP

Agra

DayalBagh
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222008

TN

Chennai

M-City

282007

TN

Chennai

Urrapakkam

292008

UK

Pauri

Bhagwan

222999

MP

Gwalior

Ratan

Boyce Codd normal form (BCNF)
It is an advance version of 3NF that’s why it is also referred as 3.5NF. BCNF is stricter than
3NF. A table complies with BCNF if it is in 3NF and for every functional dependency X->Y,
X should be the super key of the table.
Example: Suppose there is a company wherein employees work in more than one
department. They store the data like this:
emp_id

emp_nationality

emp_dept

dept_type

dept_no_of_emp

1001

Austrian

Production and planning

D001

200

1001

Austrian

stores

D001

250

1002

American

design and technical support

D134

100

1002

American

Purchasing department

D134

600

Functional dependencies in the table above:
emp_id ->emp_nationality
emp_dept -> {dept_type, dept_no_of_emp}
Candidate key: {emp_id, emp_dept}
The table is not in BCNF as neither emp_id nor emp_dept alone are keys.
To make the table comply with BCNF we can break the table in three tables like this:
emp_nationality table:
emp_id

emp_nationality

1001

Austrian

1002

American

emp_dept table:
emp_dept

dept_type

dept_no_of_emp

Production and planning

D001

200

stores

D001

250

design and technical support

D134

100

Purchasing department

D134

600

emp_dept_mapping table:
emp_id

emp_dept

1001

Production and planning

1001

stores
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1002

design and technical support

1002

Purchasing department

Functional dependencies:
emp_id ->emp_nationality
emp_dept -> {dept_type, dept_no_of_emp}
Candidate keys:
For first table: emp_id
For second table: emp_dept
For third table: {emp_id, emp_dept}
This is now in BCNF as in both the functional dependencies left side part is a key
Normalization Vs De-normalization
Normalization
De-Normalization
Normalization is the process of dividing the data
De-Normalization is the opposite process of
into multiple tables, so that data redundancy and
normalization where the data from multiple
data integrities are achieved.
tables are combined into one table, so that
data retrieval will be faster.
It removes data redundancy i.e.; it eliminates any
It creates data redundancy i.e.; duplicate data
duplicate data from the same table and puts into a may be found in the same table.
separate new table.
It maintains data integrity i.e.; any addition or
It may not retain the data integrity.
deletion of data from the table will not create any
mismatch in the relationship of the tables.
It increases the number of tables in the database
It reduces the number of tables and hence
and hence the joins to get the result.
reduces the number of joins. Hence the
performance of the query is faster here
compared to normalized tables.
Even though it creates multiple tables, inserts,
In this case all the duplicate data are at single
updates and deletes are more efficient in this case. table and care should be taken to
If we have to insert/update/delete any data, we
insert/delete/update all the related data in that
have to perform the transaction in that particular
table. Failing to do so will create data
table. Hence there is no fear of data loss or data
integrity issues.
integrity.
Use normalized tables where more number of
Use de-normalization where joins are
insert/update/delete operations are performed and expensive and frequent query is executed on
joins of those tables are not expensive.
the tables.
What is Denormalization
Denormalization is the process of attempting to optimize the performance of a database by
adding redundant data or by grouping data. In some cases, denormalization helps cover up the
inefficiencies inherent in relational database software. A relational normalized database
imposes a heavy access load over physical storage of data even if it is well tuned for high
performance.
A normalized design will often store different but related pieces of information in separate
logical tables (called relations). If these relations are stored physically as separate disk files,
completing a database query that draws information from several relations
(a join operation) can be slow. If many relations are joined, it may be prohibitively slow. There
are two strategies for dealing with this. The preferred method is to keep the logical design
normalized, but allow the DBMS to store additional redundant information on disk to optimize
query response. In this case it is the DBMS software's responsibility to ensure that any
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redundant copies are kept consistent. This method is often implemented in SQL as indexed
views (MS SQL) or materialized views (Oracle). A view represents information in a format
convenient for querying, and the index ensures that queries against the view are optimized.
The more usual approach is to demoralize the logical data design. With care this can achieve a
similar improvement in query response, but at a cost-it is now the database designer's
responsibility to ensure that the demoralized database does not become inconsistent. This is
done by creating rules in the database called constraints, which specify how the redundant
copies of information must be kept synchronized. It is the increase in logical complexity of the
database design and the added complexity of the additional constraints that make this approach
hazardous. Sometimes a denormalized database under heavy write load may actually offer
worse performance than its functionally equivalent normalized counterpart.
A denormalized data model is not the same as a data model that has not been normalized, and
denormalization should only take place after a satisfactory level of normalization has taken
place and that any required constraints and/or rules have been created to deal with the inherent
anomalies in the design. For example, all the relations are in third normal form and any relations
with join and multi-valued dependencies are handled appropriately.
Uses of Denormalization
Databases intended for Online Transaction Processing (OLTP) are typically more normalized
than databases intended for Online Analytical Processing (OLAP). OLTP Applications are
characterized by a high volume of small transactions such as updating a sales record at a super
market checkout counter. The expectation is that each transaction will leave the database in a
consistent state. By contrast, databases intended for OLAP operations are primarily "read
mostly" databases. OLAP applications tend to extract historical data that has accumulated over
a long period of time. For such databases, redundant or "denormalized" data may facilitate
Business Intelligence applications. Specifically, dimensional tables in a star schema often
contain denormalized data.
Denormalization is also used to improve performance on smaller computers as in computerized
cash-registers and mobile devices, since these may use the data for look-up only (e.g. price
lookups).
Denormalization may also be used when no RDBMS exists for a platform (such as Palm), or
no changes are to be made to the data and a swift response is crucial.
A functional dependency (FD) is a relationship between two attributes, typically between the
PK and other non-key attributes within a table. For any relation R, attribute Y is functionally
dependent on attribute X (usually the PK), if for every valid instance of X, that value of X
uniquely determines the value of Y. This relationship is indicated by the representation below
:
X ———–> Y
The left side of the above FD diagram is called the determinant, and the right side is
the dependent. Here are a few examples.
In the first example, below, SIN determines Name, Address and Birthdate. Given SIN, we
can determine any of the other attributes within the table.
SIN ———-> Name, Address, Birthdate
For the second example, SIN and Course determine the date completed (DateCompleted).
This must also work for a composite PK.
SIN, Course ———> DateCompleted
The third example indicates that ISBN determines Title.
ISBN ———–> Title
Rules of Functional Dependencies
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Consider the following table of data r(R) of the relation schema R(ABCDE) shown in Table
11.1.





1.
2.
3.
1.
2.
3.

Table 11.1. Functional dependency example, by A. Watt.
As you look at this table, ask yourself: What kind of dependencies can we observe among the
attributes in Table R? Since the values of A are unique (a1, a2, a3, etc.), it follows from the
FD definition that:
A → B, A → C, A → D, A → E
It also follows that A →BC (or any other subset of ABCDE).
This can be summarized as A →BCDE.
From our understanding of primary keys, A is a primary key.
Since the values of E are always the same (all e1), it follows that:
A → E, B → E, C → E, D → E
However, we cannot generally summarize the above with ABCD → E because, in
general, A → E, B → E, AB → E.
Other observations:
Combinations of BC are unique, therefore BC → ADE.
Combinations of BD are unique, therefore BD → ACE.
If C values match, so do D values.
Therefore, C → D
However, D values don’t determine C values
So C does not determine D, and D does not determine C.
Looking at actual data can help clarify which attributes are dependent and which are
determinants.
Inference Rules
Armstrong’s axioms are a set of inference rules used to infer all the functional dependencies
on a relational database. They were developed by William W. Armstrong. The following
describes what will be used, in terms of notation, to explain these axioms.
Let R(U) be a relation scheme over the set of attributes U. We will use the letters X, Y, Z to
represent any subset of and, for short, the union of two sets of attributes, instead of the
usual X U Y.
Axiom of reflexivity
This axiom says, if Y is a subset of X, then X determines Y (see Figure 11.1).

Figure 11.1. Equation for axiom of reflexivity.
For example, PartNo —> NT123 where X (PartNo) is composed of more than one piece of
information; i.e., Y (NT) and partID (123).
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Axiom of augmentation
The axiom of augmentation, also known as a partial dependency, says if X determines Y,
then XZ determines YZ for any Z (see Figure 11.2 ).










Figure 11.2. Equation for axiom of augmentation.
The axiom of augmentation says that every non-key attribute must be fully dependent on the
PK. In the example shown below, StudentName, Address, City, Prov, and PC (postal code)
are only dependent on the StudentNo, not on the StudentNo and Grade.
StudentNo, Course —>StudentName, Address, City, Prov, PC, Grade, DateCompleted
This situation is not desirable because every non-key attribute has to be fully dependent on
the PK. In this situation, student information is only partially dependent on the PK
(StudentNo).
To fix this problem, we need to break the original table down into two as follows:
Table 1: StudentNo, Course, Grade, DateCompleted
Table 2: StudentNo, StudentName, Address, City, Prov, PC
Axiom of transitivity
The axiom of transitivity says if X determines Y, and Y determines Z, then X must also
determine Z (see Figure 11.3).
Figure 11.3. Equation for axiom of transitivity.
The table below has information not directly related to the student; for instance, ProgramID
and ProgramName should have a table of its own. ProgramName is not dependent on
StudentNo; it’s dependent on ProgramID.
StudentNo —> StudentName, Address, City, Prov, PC, ProgramID, ProgramName
This situation is not desirable because a non-key attribute (ProgramName) depends on
another non-key attribute (ProgramID).
To fix this problem, we need to break this table into two: one to hold information about the
student and the other to hold information about the program.
Table 1: StudentNo —>StudentName, Address, City, Prov, PC, ProgramID
Table 2: ProgramID —>ProgramName
However we still need to leave an FK in the student table so that we can identify which
program the student is enrolled in.
Union
This rule suggests that if two tables are separate, and the PK is the same, you may want to
consider putting them together. It states that if X determines Y and X determines Z then X
must also determine Y and Z (see Figure 11.4).
Figure 11.4. Equation for the Union rule.
For example, if:
SIN —>EmpName
SIN —>SpouseName
You may want to join these two tables into one as follows:
SIN –>EmpName, SpouseName
Some database administrators (DBA) might choose to keep these tables separated for a couple
of reasons. One, each table describes a different entity so the entities should be kept apart.
Two, if SpouseName is to be left NULL most of the time, there is no need to include it in the
same table as EmpName.
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Decomposition
Decomposition is the reverse of the Union rule. If you have a table that appears to contain
two entities that are determined by the same PK, consider breaking them up into two tables.
This rule states that if X determines Y and Z, then X determines Y and X determines Z
separately (see Figure 11.5).
Figure 11.5. Equation for decompensation rule.
Dependency Diagram
A dependency diagram, shown in Figure 11.6, illustrates the various dependencies that might
exist in a non-normalized table. A non-normalized table is one that has data redundancy in it.



o
o
o

o

Figure 11.6. Dependency diagram.
The following dependencies are identified in this table:
ProjectNo and EmpNo, combined, are the PK.
Partial Dependencies:
ProjectNo —>ProjName
EmpNo —>EmpName, DeptNo,
ProjectNo, EmpNo —>HrsWork
Transitive Dependency:
DeptNo —>DeptName
Inference Rules
Rules of Inference for functional dependencies, called inference axioms or Armstrong
axioms, after their developer, can be used to find all the FDs logically implied by a set
of FDs.These rules are sound , meaning that they are an immediate consequence of
the definition of functional dependency and that any FD that can be derived from a
given set of FDs using them is true. They are also complete, meaning they can be used
to derive every valid reference about dependencies .Let A,B,C and D be subsets of
attributes of a relation R then following are the different inference rules: -
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Equivalence of Functional Dependencies
Given a Relation with different FD sets for that relation, we have to find out whether one FD
set is subset of other or both are equal.
How to find relationship between two FD sets?
Let FD1 and FD2 are two FD sets for a relation R.
1. If all FDs of FD1 can be derived from FDs present in FD2, we can say that FD2 ⊃ FD1.
2. If all FDs of FD2 can be derived from FDs present in FD1, we can say that FD1 ⊃ FD2.
3. If 1 and 2 both are true, FD1=FD2.
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All these three cases can be shown using Venn diagram as:











Q. Let us take an example to show the relationship between two FD sets. A relation
R(A,B,C,D) having two FD sets FD1 = {A->B, B->C, AB->D} and FD2 = {A->B, B->C,
A->C, A->D}
Step 1. Checking whether all FDs of FD1 are present in FD2
A->B in set FD1 is present in set FD2.
B->C in set FD1 is also present in set FD2.
AB->D in present in set FD1 but not directly in FD2 but we will check whether we can derive
it or not. For set FD2, (AB)+ = {A,B,C,D}. It means that AB can functionally determine A, B,
C and D. So AB->D will also hold in set FD2.
As all FDs in set FD1 also hold in set FD2, FD2 ⊃ FD1 is true.
Step 2. Checking whether all FDs of FD2 are present in FD1
A->B in set FD2 is present in set FD1.
B->C in set FD2 is also present in set FD1.
A->C is present in FD2 but not directly in FD1 but we will check whether we can derive it or
not. For set FD1, (A)+ = {A,B,C,D}. It means that A can functionally determine A, B, C and
D. SO A->C will also hold in set FD1.
A->D is present in FD2 but not directly in FD1 but we will check whether we can derive it or
not. For set FD1, (A)+ = {A,B,C,D}. It means that A can functionally determine A, B, C and
D. SO A->D will also hold in set FD1.
As all FDs in set FD2 also hold in set FD1, FD1 ⊃ FD2 is true.
Step 3. As FD2 ⊃ FD1 and FD1 ⊃ FD2 both are true FD2 =FD1 is true. These two FD sets
are semantically equivalent.
Properties of Relational Decompositions
1. Relation Decomposition and Insufficiency of Normal Forms
The relational database design algorithms that we present in Section 16.3 start from a
single universal relation schema R = {A1, A2, ..., An} that includes all the attributes of the
database. We implicitly make theuniversal relation assumption, which states that every
attribute name is unique. The set F of functional dependencies that should hold on the attributes
of R is specified by the database designers and is made available to the design algorithms.
Using the functional dependencies, the algorithms decompose the universal relation
schema R into a set of relation schemas D = {R1, R2, ..., Rm} that will become the relational
database schema; D is called a decomposition of R.
We must make sure that each attribute in R will appear in at least one relation schema Ri in the
decomposition so that no attributes are lost; formally, we have
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This is called the attribute preservation condition of a decomposition.
Another goal is to have each individual relation Ri in the decomposition D be in BCNF or 3NF.
However, this condition is not sufficient to guarantee a good data-base design on its own. We
must consider the decomposition of the universal rela-tion as a whole, in addition to looking at
the individual relations. To illustrate this point, consider the EMP_LOCS(Ename, Plocation)
relation in Figure 15.5, which is in 3NF and also in BCNF. In fact, any relation schema with
only two attributes is auto-matically in BCNF.5Although EMP_LOCS is in BCNF, it still gives
rise to spurious tuples when joined with EMP_PROJ(Ssn, Pnumber, Hours, Pname, Plocation),
which is not in BCNF (see the result of the natural join in Figure 15.6).
Hence, EMP_LOCS represents a particularly bad relation schema because of its convoluted
semantics by which Plocation gives the location of one of the projects on which an employee
works. Joining EMP_LOCS with PROJECT(Pname, Pnumber, Plocation, Dnum) in Figure
15.2—which is in BCNF—using Plocation as a joining attribute also gives rise to spurious
tuples. This underscores the need for other criteria that, together with the conditions of 3NF or
BCNF, prevent such bad designs. In the next three subsections we discuss such additional
conditions that should hold on a decomposition D as a whole.

2. Dependency Preservation Property of a Decomposition
It would be useful if each functional dependency X→Y specified in F either appeared directly
in one of the relation schemas Ri in the decomposition D or could be inferred from the
dependencies that appear in someRi. Informally, this is the dependency preservation
condition. We want to preserve the dependencies because each dependency in F represents a
constraint on the database. If one of the depen-dencies is not represented in some individual
relation Ri of the decomposition, we cannot enforce this constraint by dealing with an individual
relation. We may have to join multiple relations so as to include all attributes involved in that
dependency.
It is not necessary that the exact dependencies specified in F appear themselves in individual
relations of the decomposition D. It is sufficient that the union of the dependencies that hold
on the individual relations in Dbe equivalent to F. We now define these concepts more
formally.
Definition. Given a set of dependencies F on R, the projection of F on Ri, denoted by πRi(F)
where Ri is a subset of R, is the set of dependencies X → Y in F+ such that the attributes
in X ∪ Y are all contained in Ri. Hence, the projection of F on each relation schema Ri in the
decomposition D is the set of functional dependencies in F+, the closure of F, such that all their
left- and right-hand-side attributes are in Ri. We say that a decomposition D = {R1, R2, ..., Rm}
of R is dependency-preserving with respect to F if the union of the
projections of F on each Ri in D is equivalent to F; that is, ((πR (F)) ∪ ... ∪1
(πRm(F)))+ = F+.
If a decomposition is not dependency-preserving, some dependency is lost in the
decomposition. To check that a lost dependency holds, we must take the JOIN of two or more
relations in the decomposition to get a relation that includes all left-and right-hand-side
attributes of the lost dependency, and then check that the dependency holds on the result of the
JOIN—an option that is not practical.
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An example of a decomposition that does not preserve dependencies is shown in Figure
15.13(a), in which the functional dependency FD2 is lost when LOTS1A is decomposed into
{LOTS1AX, LOTS1AY}. The decompositions in Figure 15.12, how-ever, are dependencypreserving. Similarly, for the example in Figure 15.14, no mat-ter what decomposition is
chosen for the relation TEACH(Student, Course, Instructor) from the three provided in the text,
one or both of the dependencies originally present are bound to be lost. We state a claim below
related to this property without providing any proof.
Claim 1. It is always possible to find a dependency-preserving decomposition D with respect
to F such that each relation Ri in D is in 3NF.
In Section 16.3.1, we describe Algorithm 16.4, which creates a dependency-preserving
decomposition D = {R1, R2, ..., Rm} of a universal relation R based on a set of functional
dependencies F, such that each Ri in Dis in 3NF.
3. Nonadditive (Lossless) Join Property of a Decomposition
Another property that a decomposition D should possess is the nonadditive join property,
which ensures that no spurious tuples are generated when a NATURAL JOIN operation is
applied to the relations resulting from the decomposition. We already illustrated this problem
in Section 15.1.4 with the example in Figures 15.5 and 15.6. Because this is a property of a
decomposition of relation schemas, the condition of no spurious tuples should hold on every
legal relation state—that is, every relation state that satisfies the functional dependencies in F.
Hence, the lossless join property is always defined with respect to a specific set F of
dependencies.
Definition. Formally, a decomposition D = {R1, R2, ..., Rm} of R has the lossless (nonadditive)
join property with respect to the set of dependencies F on R if, for every relation
state r of R that satisfies F, the following holds, where * is the NATURAL JOIN of all the
relations in D: *(πR1(r), ..., πRm(r)) = r.
The word loss in lossless refers to loss of information, not to loss of tuples. If a decom-position
does not have the lossless join property, we may get additional spurious tuples after
the PROJECT (π) andNATURAL JOIN (*) operations are applied; these additional tuples
represent erroneous or invalid information. We prefer the term nonadditive join because it
describes the situation more accurately. Although the term lossless join has been popular in the
literature, we will henceforth use the termnonadditive join, which is self-explanatory and
unambiguous. The nonadditive join property ensures that no spurious tuples result after the
application of PROJECT and JOIN operations. We may, however, sometimes use the
term lossy design to refer to a design that represents a loss of information (see example at the
end of Algorithm 16.4).
The decomposition of EMP_PROJ(Ssn, Pnumber, Hours, Ename, Pname, Plocation) in Figure
15.3 into EMP_LOCS(Ename, Plocation) and EMP_PROJ1(Ssn, Pnumber, Hours,
Pname, Plocation) in Figure 15.5 obviously does not have the nonadditive join property, as
illustrated by Figure 15.6. We will use a general procedure for testing whether any
decomposition D of a relation into nrelations is nonadditive with respect to a set of given
functional dependencies F in the relation; it is presented as Algorithm 16.3 below. It is possible
to apply a simpler test to check if the decomposition is nonaddi-tive for binary decompositions;
that test is described in Section 16.2.4.
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Algorithm 16.3. Testing for Nonadditive Join Property
Input: A universal relation R, a decomposition D = {R1, R2, ..., Rm} of R, and a set F of
functional dependencies.
Note: Explanatory comments are given at the end of some of the steps. They fol-low the format:
(* comment*).
Create an initial matrix S with one row i for each relation Ri in D, and one column j for
each attribute Aj inR.
Set S(i, j):= bij for all matrix entries. (* each bij is a distinct symbol associated with indices
(i, j) *).
For each row i representing relation schema Ri {for each column j representing attribute Aj
{if (relation Ri includes attribute Aj) then set S(i, j):= aj ;};}; (* each aj is a distinct symbol
associated with index ( j) *).
Repeat the following loop until a complete loop execution results in no
changes to S
{for each functional dependency X → Y in F
{for all rows in S that have the same symbols in the columns corresponding to attributes in X
{make the symbols in each column that correspond to an attribute in Y be the same in all these
rows as follows: If any of the rows has an a sym-bol for the column, set the other rows to
that same a symbol in the col-umn. If no a symbol exists for the attribute in any of the rows,
choose one of the b symbols that appears in one of the rows for the attribute and set the other
rows to that same b symbol in the column ;} ; } ;};
If a row is made up entirely of a symbols, then the decomposition has the nonadditive join
property; otherwise, it does not.
Given a relation R that is decomposed into a number of relations R1, R2, ..., Rm, Algorithm 16.3
begins the matrix S that we consider to be some relation state r of R. Row i in S represents a
tuple ti (corresponding to relation Ri) that has a symbols in the columns that correspond to the
attributes of Ri and b symbols in the remaining columns. The algorithm then transforms the
rows of this matrix (during the loop in step 4) so that they represent tuples that satisfy all the
functional dependencies in F. At the end of step 4, any two rows in S—which represent two
tuples in r—that agree in their values for the left-hand-side attributes X of a functional
dependency X → Y in F will also agree in their values for the right-hand-side attributes Y. It
can be shown that after applying the loop of step 4, if any row in S ends up with all a sym-bols,
then the decomposition D has the nonadditive join property with respect to F.
If, on the other hand, no row ends up being all a symbols, D does not satisfy the lossless join
property. In this case, the relation state r represented by S at the end of the algorithm will be an
example of a relation state r of R that satisfies the depend-encies in F but does not satisfy the
nonadditive join condition. Thus, this relation serves as a counterexample that proves
that D does not have the nonadditive join property with respect to F. Note that
the a and b symbols have no special meaning at the end of the algorithm.
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Figure 16.1(a) shows how we apply Algorithm 16.3 to the decomposition of
the EMP_PROJ relation schema from Figure 15.3(b) into the two relation
schemas EMP_PROJ1 and EMP_LOCS in Figure 15.5(a). The loop in step 4 of the
algorithm cannot change any b symbols to a symbols; hence, the resulting matrix S does not
have a row with all a symbols, and so the decomposition does not have the non-additive join
property.
Figure 16.1(b) shows another decomposition of EMP_PROJ (into EMP, PROJECT,
and WORKS_ON) that does have the nonadditive join property, and Figure 16.1(c) shows how
we apply the algorithm to that decomposition. Once a row consists only of a symbols, we
conclude that the decomposition has the nonadditive join property, and we can stop applying
the functional dependencies (step 4 in the algorithm) to the matrix S.
Figure 16.1
Nonadditive join test for n-ary decompositions. (a) Case 1: Decomposition of EMP_PROJ into
EMP_PROJ1 and EMP_LOCS fails test. (b) A decomposition of EMP_PROJ that has the
lossless join property. (c) Case 2: Decomposition of EMP_PROJ into EMP, PROJECT, and
WORKS_ON satisfies test.
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Testing Binary Decompositions for the Nonadditive Join Property
Algorithm 16.3 allows us to test whether a particular decomposition D into n relations obeys
the nonadditive join property with respect to a set of functional dependencies F. There is a
special case of a decomposition called a binary decomposition—decomposition of a
relation R into two relations. We give an easier test toapply than Algorithm 16.3, but while it
is very handy to use, it is limited to binary decompositions only.
Property NJB (Nonadditive Join Test for Binary Decompositions). A decomposition D =
{R1, R2} of Rhas the lossless (nonadditive) join property with respect to a set of functional
dependencies F on R if and only if either
The FD ((R1 ∩ R2) → (R1 – R2)) is in F+, or
The FD ((R1 ∩ R2) → (R2 – R1)) is in F+
You should verify that this property holds with respect to our informal successive
normalization examples in Sections 15.3 and 15.4. In Section 15.5 we
decomposed LOTS1A into two BCNF relations LOTS1AX andLOTS1AY, and decomposed
the TEACH relation in Figure 15.14 into the two relations {Instructor,Course}
and {Instructor, Student}. These are valid decompositions because they are nonadditive per the
above test.
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5. Successive Nonadditive Join Decompositions
We saw the successive decomposition of relations during the process of second and third
normalization in Sections 15.3 and 15.4. To verify that these decompositions are nonadditive,
we need to ensure another property, as set forth in Claim 2.
Claim 2 (Preservation of Nonadditivity in Successive Decompositions). If
a decomposition D = {R1, R2, ..., Rm} of R has the nonadditive (lossless) join property with
respect to a set of functional dependencies Fon R, and if a decomposition Di = {Q1, Q2, ..., Qk}
of Ri has the nonadditive join property with respect to the projection of F on Ri, then the
decomposition D2 = {R1, R2, ..., Ri−1, Q1, Q2, ..., Qk, Ri+1, ..., Rm} of R has the nonadditive join
property with respect to F.

Lossless Join and Dependency Preserving Decomposition
Decomposition of a relation is done when a relation in relational model is not in
appropriate normal form. Relation R is decomposed into two or more relations if
decomposition is lossless join as well as dependency preserving.
Lossless Join Decomposition
If we decompose a relation R into relations R1 and R2,
 Decomposition is lossy if R1 ⋈ R2 ⊃ R
 Decomposition is lossless if R1 ⋈ R2 = R
To check for lossless join decomposition using FD set, following conditions must hold:
1. Union of Attributes of R1 and R2 must be equal to attribute of R. Each attribute of R must be
either in R1 or in R2.
Att(R1) U Att(R2) = Att(R)
2. Intersection of Attributes of R1 and R2 must not be NULL.
Att(R1) ∩ Att(R2) ≠ Φ
3. Common attribute must be a key for at least one relation (R1 or R2)
Att(R1) ∩ Att(R2) ->Att(R1) or Att(R1) ∩ Att(R2) ->Att(R2)
For Example, A relation R (A, B, C, D) with FD set{A->BC} is decomposed into R1(ABC)
and R2(AD) which is a lossless join decomposition as:
1. First condition holds true as Att(R1) U Att(R2) = (ABC) U (AD) = (ABCD) = Att(R).
2. Second condition holds true as Att(R1) ∩ Att(R2) = (ABC) ∩ (AD) ≠ Φ
3. Third condition holds true as Att(R1) ∩ Att(R2) = A is a key of R1(ABC) because A->BC is
given.

Page 85 of 175

DBMS NOTES

SYMCA

Dependency Preserving Decomposition
If we decompose a relation R into relations R1 and R2, All dependencies of R either must be a
part of R1 or R2 or must be derivable from combination of FD’s of R1 and R2.
For Example, A relation R (A, B, C, D) with FD set{A->BC} is decomposed into R1(ABC)
and R2(AD) which is dependency preserving because FD A->BC is a part of R1(ABC).
GATE Question: Consider a schema R(A,B,C,D) and functional dependencies A->B and
C->D. Then the decomposition of R into R1(AB) and R2(CD) is [GATE-CS-2001]
A. dependency preserving and lossless join
B. lossless join but not dependency preserving
C. dependency preserving but not lossless join
D. not dependency preserving and not lossless join
Answer: For lossless join decomposition, these three conditions must hold true:
1. Att(R1) U Att(R2) = ABCD = Att(R)
2. Att(R1) ∩ Att(R2) = Φ, which violates the condition of lossless join decomposition. Hence the
decomposition is not lossless.
For
dependency
preserving
decomposition,
A->B can be ensured in R1(AB) and C->D can be ensured in R2(CD). Hence it is dependency
preserving
decomposition.
So, the correct option is C.
Dependency-Preserving Decomposition
The dependency preservation decomposition is another property of decomposed relational
database schema D in which each functional dependency X -> Y specified in F either
appeared directly in one of the relation schemas Ri in the decomposed D or could be inferred
from the dependencies that appear in some Ri.
Decomposition D = { R1 , R2, R3,,.., ,Rm} of R is said to be dependency-preserving with
respect to F if the union of the projections of F on each Ri , in D is equivalent to F. In other
words, R ⊂ join of R1, R1 over X. The dependencies are preserved because each dependency
in F represents a constraint on the database. If decomposition is not dependency-preserving,
some dependency is lost in the decomposition.
Example:
Let a relation R(A,B,C,D) and set a FDs F = { A -> B , A -> C , C -> D} are given.
A relation R is decomposed into R1 = (A, B, C) with FDs F1 = {A -> B, A -> C}, and
R2 = (C, D) with FDs F2 = {C -> D}.
F' = F1 ∪ F2 = {A -> B, A -> C, C -> D}
so, F' = F.
And so, F'+ = F+.
Thus, the decomposition is dependency preserving decomposition.
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UNIT 4
INDEXING
Indexing is a data structure technique to efficiently retrieve records from database files based
on some attributes on which the indexing has been done. Indexing in database systems is
similar to the one we see in books. Indexing is defined based on its indexing attributes.
Indexing can be one of the following types:
 Primary Index: If index is built on ordering 'key-field' of file it is called Primary Index.
Generally it is the primary key of the relation.
 Secondary Index: If index is built on non-ordering field of file it is called Secondary Index.
 Clustering Index: If index is built on ordering non-key field of file it is called Clustering
Index. Ordering field is the field on which the records of file are ordered. It can be different
from primary or candidate key of a file.
Ordered Indexing is of two types:
 Dense Index
 Sparse Index

Introduction of Indexing
The main goal of designing the database is faster access to any data in the database and
quicker insert/delete/update to any data. This is because no one likes waiting. When a
database is very huge, even a smallest transaction will take time to perform the action. In
order to reduce the time spent in transactions, Indexes are used. Indexes are similar to book
catalogues in library or even like an index in a book. What it does? It makes our search
simpler and quicker. Same concept is applied here in DBMS to access the files from the
memory.
When records are stored in the primary memory like RAM, accessing them is very easy and
quick. But records are not limited in numbers to store in RAM. They are very huge and we
have to store it in the secondary memories like hard disk. As we have seen already, in
memory we cannot store records like we see – tables. They are stored in the form of files in
different data blocks. Each block is capable of storing one or more records depending on its
size.
When we have to retrieve any required data or perform some transaction on those data, we
have to pull them from memory, perform the transaction and save them back to the memory.
In order to do all these activities, we need to have a link between the records and the data
blocks so that we can know where these records are stored. This link between the records and
the data block is called index. It acts like a bridge between the records and the data block.
How do we create these indexes? How these indexes help to access the data? Is linking
between records and data block address enough to give better performance? Answers all
these questions are learnt in this article.
How do we index in a book? We list main topics first and under that we group different subtopic right? We do the same thing in the database too. Each table will have unique column or
primary key column which uniquely determines each record in the table. Most of the time, we
use this primary key to create index. Sometimes, we will have to fetch the records based on
other columns in the table which are not primary key. In such cases we create index on those
columns. But what is this index? Index in databases is the pointer to the block address in the
memory. But these pointers are stored as (column, block_address) format.
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Clustered Indexing
Clustering index is defined on an ordered data file. The data file is ordered on a non-key field.
In some cases, the index is created on non-primary key columns which may not be unique for
each record. In such cases, in order to identify the records faster, we will group two or more
columns together to get the unique values and create index out of them. This method is known
as clustering index. Basically, records with similar characteristics are grouped together and
indexes are created for these groups.
For example, students studying in each semester are grouped together. i.e. 1st Semester
students, 2nd semester students, 3rd semester students etc are grouped.

Clustered index sorted according to first name (Search key)
Primary Index
In this case, the data is sorted according to the search key. It induces sequential file
organisation.
In this case, the primary key of the database table is used to create the index. As primary keys
are unique and are stored in sorted manner, the performance of searching operation is quite
efficient. The primary index is classified into two types : Dense Index and Sparse Index.
(I) Dense Index :



For every search key value in the data file, there is an index record.
This record contains the search key and also a reference to the first data record with that search
key value.
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(II) Sparse Index :




The index record appears only for a few items in the data file. Each item points to a block as
shown.
To locate a record, we find the index record with the largest search key value less than or equal
to the search key value we are looking for.
We start at that record pointed to by the index record, and proceed along the pointers in the file
(that is, sequentially) until we find the desired record.
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Primary Indexng
If the index is created on the primary key of the table then it is called as Primary Indexing.
Since these primary keys are unique to each record and it has 1:1 relation between the
records, it is much easier to fetch the record using it. Also, these primary key are kept in
sorted form which helps in performance of the transactions. The primary indexing is of two
types – Dense Index and Sparse Index.
1. Dense Index
In this case, indexing is created for primary key as well as on the columns on which we
perform transactions. That means, user can fire query not only based on primary key column.
He can query based on any columns in the table according to his requirement. But creating
index only on primary key will not help in this case. Hence index on all the search key
columns are stored. This method is called dense index.
For example, Student can be searched based on his ID which is a primary key. In addition, we
search for student by his first name, last name, particular age group, residing in some place,
opted for some course etc. That means most of the columns in the table can be used for
searching the student based on different criteria. But if we have index on his ID, other
searches will not be efficient. Hence index on other search columns are also stored to make
the fetch faster.

Though it addresses quick search on any search key, the space used for index and address
becomes overhead in the memory. Here the (index, address) becomes almost same as (table
records, address). Hence more space is consumed to store the indexes as the record size
increases.
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2. Sparse Index
In order to address the issues of dense indexing, sparse indexing is introduced. In this method
of indexing, range of index columns store the same data block address. And when data is to
be retrieved, the block address will be fetched linearly till we get the requested data.
Let us see how above example of dense index is converted into sparse index.

In above diagram we can see, we have not stored the indexes for all the records, instead only
for 3 records indexes are stored. Now if we have to search a student with ID 102, then the
address for the ID less than or equal to 102 is searched – which returns the address of ID 100.
This address location is then fetched linearly till we get the records for 102. Hence it makes
the searching faster and also reduces the storage space for indexes.
The range of column values to store the index addresses can be increased or decreased
depending on the number of record in the table. The main goal of this method should be more
efficient search with less memory space.
But if we have very huge table, then if we provide very large range between the columns will
not work. We will have to divide the column ranges considerably shorter. In this situation,
(index, address) mapping file size grows like we have seen in the dense indexing.
Secondary Indexing
In the sparse indexing, as the table size grows, the (index, address) mapping file size also
grows. In the memory, usually these mappings are kept in the primary memory so that
address fetch should be faster. And latter the actual data is searched from the secondary
memory based on the address got from mapping. If the size of this mapping grows, fetching
the address itself becomes slower. Hence sparse index will not be efficient. In order to
overcome this problem next version of sparse indexing is introduced i.e.; Secondary
Indexing.
In this method, another level of indexing is introduced to reduce the (index, address) mapping
size. That means initially huge range for the columns are selected so that first level of
mapping size is small. Then each range is further divided into smaller ranges. First level of
mapping is stored in the primary memory so that address fetch is faster. Secondary level of
mapping and the actual data are stored in the secondary memory – hard disk.
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In the above diagram, we can see that columns are divided into groups of 100s first. These
groups are stored in the primary memory. In the secondary memory, these groups are further
divided into sub-groups. Actual data records are then stored in the physical memory. We can
notice that, address index in the first level is pointing to the first address in the secondary
level and each secondary index addresses are pointing to the first address in the data block. If
we have to search any data in between these values, then it will search the corresponding
address from first and second level respectively. Then it will go to the address in the data
blocks and perform linear search to get the data.
For example, if it has to search 111 in the above diagram example, it will search the max
(111) <= 111 in the first level index. It will get 100 at this level. Then in the secondary index
level, again it does max (111) <= 111, and gets 110. Now it goes to data block with address
110 and starts searching each record till it gets 111. This is how a search is done in this
method. Inserting/deleting/updating is also done in same manner.
Multilevel Indexing
In this method, we can see that index mapping growth is reduced to considerable amount. But
this method can also have same problem as the table size increases. In order to overcome this,
we can introduce multiple levels between primary memory and secondary memory. This
method is also known as multilevel indexing. In this method number of secondary level
index is two or more.
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Clustering Index
In some cases, the index is created on non-primary key columns which may not be unique for
each record. In such cases, in order to identify the records faster, we will group two or more
columns together to get the unique values and create index out of them. This method is
known as clustering index. Basically, records with similar characteristics are grouped
together and indexes are created for these groups.For example, students studying in each
semester are grouped together. i.e.; 1st Semester students, 2nd semester students, 3rd semester
students etc are grouped.

In above diagram we can see that, indexes are created for each semester in the index file. In
the data block, the students of each semester are grouped together to form the cluster. The
address in the index file points to the beginning of each cluster. In the data blocks, requested
student ID is then search in sequentially.
New records are inserted into the clusters based on their group. In above case, if a new
student joins 3rd semester, then his record is inserted into the semester 3 cluster in the
secondary memory. Same is done with update and delete.
If there is short of memory in any cluster, new data blocks are added to that cluster.
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This method of file organization is better compared to other methods as it provides clean
distribution of records, and hence making search easier and faster. But in each cluster, there
would be unused space left. Hence it will take more memory compared to other methods.
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What is an Index?
An index is a small table having only two columns. The first column contains a copy of the
primary or candidate key of a table and the second column contains a set of pointers holding
the address of the disk block where that particular key value can be found.
The advantage of using index lies in the fact is that index makes search operation perform very
fast. Suppose a table has a several rows of data, each row is 20 bytes wide. If you want to search
for the record number 100, the management system must thoroughly read each and every row
and after reading 99x20 = 1980 bytes it will find record number 100. If we have an index, the
management system starts to search for record number 100 not from the table, but from the
index. The index, containing only two columns, may be just 4 bytes wide in each of its rows.
After reading only 99x4 = 396 bytes of data from the index the management system finds an
entry for record number 100, reads the address of the disk block where record number 100 is
stored and directly points at the record in the physical storage device. The result is a much
quicker access to the record (a speed advantage of 1980:396).
The only minor disadvantage of using index is that it takes up a little more space than the main
table. Additionally, index needs to be updated periodically for insertion or deletion of records
in the main table. However, the advantages are so huge that these disadvantages can be
considered negligible.
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Types of Index

Primary Index
In primary index, there is a one-to-one relationship between the entries in the index table
and the records in the main table. Primary index can be of two types:
Dense primary index: the number of entries in the index table is the same as the number
of entries in the main table. In other words, each and every record in the main table has
an entry in the index.

Sparse or Non-Dense Primary Index:
For large tables the Dense Primary Index itself begins to grow in size. To keep the size of the
index smaller, instead of pointing to each and every record in the main table, the index points
to the records in the main table in a gap. See the following example.

As you can see, the data blocks have been divided in to several blocks, each containing a fixed
number of records (in our case 10). The pointer in the index table points to the first record of
each data block, which is known as the Anchor Record for its important function. If you are
searching for roll 14, the index is first searched to find out the highest entry which is smaller
than or equal to 14. We have 11. The pointer leads us to roll 11 where a short sequential search
is made to find out roll 14.
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Clustering Index
It may happen sometimes that we are asked to create an index on a non-unique key, such as
Dept-id. There could be several employees in each department. Here we use a clustering
index, where all employees belonging to the same Dept-id are considered to be within a
single cluster, and the index pointers point to the cluster as a whole.

Let us explain this diagram. The disk blocks contain a fixed number of records (in this case 4
each). The index contains entries for 5 separate departments. The pointers of these entries point
to the anchor record of the block where the first of the Dept-id in the cluster can be found. The
blocks themselves may point to the anchor record of the next block in case a cluster overflows
a block size. This can be done using a special pointer at the end of each block (comparable to
the next pointer of the linked list organization).
The previous scheme might become a little confusing because one disk block might be shared
by records belonging to different cluster. A better scheme could be to use separate disk blocks
for separate clusters. This has been explained in the next page.
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In this scheme, as you can see, we have used separate disk block for the clusters. The pointers,
like before, have pointed to the anchor record of the block where the first of the cluster entries
would be found. The block pointers only come into action when a cluster overflows the block
size, as for Dept-id 2. This scheme takes more space in the memory and the disk, but the
organization in much better and cleaner looking.
Secondary Index
While creating the index, generally the index table is kept in the primary memory (RAM) and
the main table, because of its size is kept in the secondary memory (Hard Disk).
Theoretically, a table may contain millions of records (like the telephone directory of a large
city), for which even a sparse index becomes so large in size that we cannot keep it in the
primary memory. And if we cannot keep the index in the primary memory, then we lose the
advantage of the speed of access. For very large table, it is better to organize the index in
multiple levels. See the following example.
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In this scheme, the primary level index, (created with a gap of 100 records, and thereby smaller
in size), is kept in the RAM for quick reference. If you need to find out the record of roll 14
now, the index is first searched to find out the highest entry which is smaller than or equal to
14. We have 1. The adjoining pointer leads us to the anchor record of the corresponding
secondary level index, where another similar search is conducted. This finally leads us to the
actual data block whose anchor record is roll 11. We now come to roll 11 where a short
sequential search is made to find out roll 14.
Multilevel Index
The Multilevel Index is a modification of the secondary level index system. In this system we
may use even more number of levels in case the table is even larger.
Index in a Tree like Structure
We can use tree-like structures as index as well. For example, a binary search tree can also be
used as an index. If we want to find out a particular record from a binary search tree, we have
the added advantage of binary search procedure, that makes searching be performed even
faster. A binary tree can be considered as a 2-way Search Tree, because it has two pointers in
each of its nodes, thereby it can guide you to two distinct ways. Remember that for every node
storing 2 pointers, the number of value to be stored in each node is one less than the number of
pointers, i.e. each node would contain 1 value each.
M-Way Search Tree
The abovementioned concept can be further expanded with the notion of the m-Way Search
Tree, where m represents the number of pointers in a particular node. If m = 3, then each
node of the search tree contains 3 pointers, and each node would then contain 2 values.
A sample m-Way Search Tree with m = 3 is given in the following.

Tree structured indexing
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Indexed Sequential Access Methods
ISAM (Indexed Sequential Access Method) is a file management system developed at IBM
that allows records to be accessed either sequentially (in the order they were entered) or
randomly (with an index). Each index defines a different ordering of the records. An
employee database may have several indexes, based on the information being sought. For
example, a name index may order employees alphabetically by last name, while a department
index may order employees by their department. A key is specified in each index. For an
alphabetical index of employee names, the last name field would be the key.
INDEXED SEQUENTIAL ACCESS METHOD (ISAM)
To understand the motivation for the ISAM technique, it is useful to begin with a simple
sorted file. Consider a file of Students records sorted by gpa. To answer a range selection
such as “Find all students with a gpa higher than 3.0,” we must identify the first such student
by doing a binary search of the file and then scan the file from that point on. If the file is
large, the initial binary search can be quite expensive; can we improve upon this method?
One idea is to create a second file with one record per page in the original (data) file, of
the form hfirst key on page, pointer to pagei, again sorted by the key attribute (which
is gpain our example). The format of a page in the second index file is illustrated in
Figure 9.1.

We refer to pairs of the form hkey, pointerias entries. Notice that each index page
contains one pointer more than the number of keys—each key serves as a separator for
the contents of the pages pointed to by the pointers to its left and right. This structure
is illustrated in Figure 9.2.

We can do a binary search of the index file to identify the page containing the first key (gpa)
value that satisfies the range selection (in our example, the first student with gpaover 3.0) and
follow the pointer to the page containing the first data record with that key value. We can
then scan the data file equentially from that point on to retrieve other qualifying records.
This example uses the index to find the first data page containing a Students record with
gpagreater than 3.0, and the data file is
scanned from that point on to retrieve other such Students records.
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Because the size of an entry in the index file (key value and page id) is likely to be much
smaller than the size of a page, and only one such entry exists per page of the data file, the
index file is likely to be much smaller than the data file; thus, a binary search of the index file
is much faster than a binary search of the data file. However, a binary search of the index file
could still be fairly expensive, and the index file is
typically still large enough to make inserts and deletes expensive.
The potential large size of the index file motivates the ISAM idea: Why not apply the
previous step of building an auxiliary file on the index file and so on recursively until the
final auxiliary file fits on one page? This repeated construction of a one-level index leads to a
tree structure that is illustrated in Figure 9.3. The data entries of the ISAM index are in the
leaf pages of the tree and additional overflow pages that are
chained to some leaf page. In addition, some systems carefully organize the layout of pages
so that page boundaries correspond closely to the physical characteristics of the underlying
storage device. The ISAM structure is completely static (except for the overflow pages, of
which it is hoped, there will be few) and facilitates such low-level optimizations.

Each tree node is a disk page, and all the data resides in the leaf pages. This corre-sponds to
an index that uses Alternative (1) for data entries, in terms of the alternatives described in
Chapter 8; we can create an index with Alternative (2) by storing the data records in a
separate file and storing hkey, ridipairs in the leaf pages of the ISAM index. When the file is
created, all leaf pages are allocated sequentially and sorted on the search key value. (If
Alternatives (2) or (3) are used, the data records are created and sorted before allocating the
leaf pages of the ISAM index.) The non-leaf level pages are then allocated. If there are
several inserts to the file subsequently, so that more entries are inserted into a leaf than will
fit onto a single page, additional pages are needed because the index structure is static. These
additional pages are allocated from an overflow area. The allocation of pages is illustrated in
Figure 9.4.
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The basic operations of insertion, deletion, and search are all quite straightforward. For an
quality selection search, we start at the root node and determine which subtree to search by
comparing the value in the search field of the given record with the key values in the node.
(The search algorithm is identical to that for a B+ tree; we present this algorithm in more
detail later.) For a range query, the starting point in the data (or leaf) level is determined
similarly, and data pages are then retrieved sequentially. For inserts and deletes, the
appropriate page is determined as for a search, and the record is inserted or deleted with
overflow pages added if necessary.
The following example illustrates the ISAM index structure. Consider the tree shown
in Figure 9.5. All searches begin at the root. For example, to locate a record with the key
value 27, we start at the root and follow the left pointer, since 27 <40. We then follow the
middle pointer, since 20 <= 27 <33. For a range search, we find the first qualifying data entry
as for an equality selection and then retrieve primary leaf pages sequentially (also retrieving
overflow pages as needed by following pointers from the primary pages). The primary leaf
pages are assumed to be allocated sequentially—this assumption is reasonable because the
number of such pages is known when the tree is created and does not change subsequently
under inserts and deletes—and so no ‘next leaf page’ pointers are needed.
We assume that each leaf page can contain two entries. If we now insert a record with
key value 23, the entry 23* belongs in the second data page, which already contains 20* and
27* and has no more space. We deal with this situation by adding an overflow page and
putting 23* in the overflow page. Chains of overflow pages can easily develop. For instance,
inserting 48*, 41*, and 42* leads to an verflow chain of two pages. The tree of Figure 9.5
with all these insertions is shown in Figure 9.6.
The deletion of an entry k∗is handled by simply removing the entry. If this entry is on
an overflow page and the overflow page becomes empty, the page can be removed. If the
entry is on a primary page and deletion makes the primary page empty, the simplest approach
is to simply leave the empty primary page as it is; it serves as a
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placeholder for future insertions (and possibly non-empty overflow pages, because wedo not
move records from the overflow pages to the primary page when deletions onthe primary
page create space). Thus, the number of primary leaf pages is fixed at filecreation time.
Notice that deleting entries could lead to a situation in which key valuesthat appear in the
index levels do not appear in the leaves! Since index levels are usedonly to direct a search to
the correct leaf page, this situation is not a problem. Thetree of Figure 9.6 is shown in Figure
9.7 after deletion of the entries 42*, 51*, and 97*.Note that after deleting 51*, the key value
51 continues to appear in the index level.A subsequent search for 51* would go to the correct
leaf page and determine that theentry is not in the tree.
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The non-leaf pages direct a search to the correct leaf page. The number of disk I/Osis equal to
the number of levels of the tree and is equal to logFN, where N is thenumber of primary leaf
pages and the fan-out F is the number of children per indexpage. This number is considerably
less than the number of disk I/Os for binary search,which is log2N; in fact, it is reduced
further by pinning the root page in memory. Thecost of access via a one-level index is
log2(N/F). If we consider a file with 1,000,000 records, 10 records per leaf page, and 100
entries per index page, the cost (in pageI/Os) of a file scan is 100,000, a binary search of the
sorted data file is 17, a binarysearch of a one-level index is 10, and the ISAM file (assuming
no overflow) is 3.
Note that once the ISAM file is created, inserts and deletes affect only the contents ofleaf
pages. A consequence of this design is that long overflow chains could develop if anumber of
inserts are made to the same leaf. These chains can significantly affect thetime to retrieve a
record because the overflow chain has to be searched as well whenthe search gets to this leaf.
(Although data in the overflow chain can be kept sorted,it usually is not, in order to make
inserts fast.) To alleviate this problem, the treeis initially created so that about 20 percent of
each page is free. However, once thefree space is filled in with inserted records, unless space
is freed again through deletes,overflow chains can be eliminated only by a complete
reorganization of the file.
The fact that only leaf pages are modified also has an important advantage with respectto
concurrent access. When a page is accessed, it is typically ‘locked’ by the requestorto ensure
that it is not concurrently modified by other users of the page. To modifya page, it must be
locked in ‘exclusive’ mode, which is permitted only when no oneelse holds a lock on the
page. Locking can lead to queues of users (transactions, to bemore precise) waiting to get
access to a page. Queues can be a significant performancebottleneck, especially for heavily
accessed pages near the root of an index structure. In
the ISAM structure, since we know that index-level pages are never modified, we cansafely
omit the locking step. Not locking index-level pages is an important advantageof ISAM over
a dynamic structure like a B+ tree. If the data distribution and size isrelatively static, which
means overflow chains are rare, ISAM might be preferable toB+ trees due to this advantage.




9.2 B+ TREES: A DYNAMIC INDEX STRUCTURE
A static structure such as the ISAM index suffers from the problem that long overflowchains
can develop as the file grows, leading to poor performance. This problemmotivated the
development of more flexible, dynamic structures that adjust gracefullyto inserts and deletes.
The B+ tree search structure, which is widely used, is abalanced tree in which the internal
nodes direct the search and the leaf nodes contain
the data entries. Since the tree structure grows and shrinks dynamically, it is notfeasible to
allocate the leaf pages sequentially as in ISAM, where the set of primaryleaf pages was static.
In order to retrieve all leaf pages efficiently, we have to linkthem using page pointers. By
organizing them into a doubly linked list, we can easilytraverse the sequence of leaf pages
(sometimes called the sequence set) in either
direction. This structure is illustrated in Figure 9.8.The following are some of the main
characteristics of a B+ tree:
Operations (insert, delete) on the tree keep it balanced.
A minimum occupancy of 50 percent is guaranteed for each node except the root ifthe
deletion algorithm discussed in Section 9.6 is implemented. However, deletionis often
implemented by simply locating the data entry and removing it, withoutadjusting the tree as
needed to guarantee the 50 percent occupancy, because filestypically grow rather than shrink.
Searching for a record requires just a traversal from the root to the appropriateleaf. We will
refer to the length of a path from the root to a leaf—any leaf, becausethe tree is balanced—as
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the height of the tree. For example, a tree with only aleaf level and a single index level, such
as the tree shown in Figure 9.10, has height

1. Because of high fan-out, the height of a B+ tree is rarely more than 3 or 4.
We will study B+ trees in which every node contains m entries, where d ≤m ≤2d.The value d
is a parameter of the B+ tree, called the order of the tree, and is a measureof the capacity of a
tree node. The root node is the only exception to this requirementon the number of entries;
for the root it is simply required that 1 ≤m ≤2d.If a file of records is updated frequently and
sorted access is important, maintaininga B+ tree index with data records stored as data entries
is almost always superiorto maintaining a sorted file. For the space overhead of storing the
index entries, weobtain all the advantages of a sorted file plus efficient insertion and deletion
algorithms.B+ trees typically maintain 67 percent space occupancy. B+ trees are usually
alsopreferable to ISAM indexing because inserts are handled gracefully without
overflowchains. However, if the dataset size and distribution remain fairly static,
overflowchains may not be a major problem. In this case, two factors favor ISAM: the leaf
pages are allocated in sequence (making scans over a large range more efficient than ina B+
tree, in which pages are likely to get out of sequence on disk over time, even ifthey were in
sequence after bulk-loading), and the locking overhead of ISAM is lowerthan that for B+
trees. As a general rule, however, B+ trees are likely to performbetter than ISAM.
9.3 FORMAT OF A NODE
The format of a node is the same as for ISAM and is shown in Figure 9.1. Non-leafnodes
with m index entries contain m + 1 pointers to children. Pointer Pi points toa subtree in which
all key values K are such that Ki ≤K < Ki+1. As special cases,P0 points to a tree in which all
key values are less than K1, and Pm points to a treein which all key values are greater than or
equal to Km. For leaf nodes, entries are
denoted as k∗, as usual. Just as in ISAM, leaf nodes (and only leaf nodes!) containdata
entries. In the common case that Alternative (2) or (3) is used, leaf entries arehK,I(K) i pairs,
just like non-leaf entries. Regardless of the alternative chosen for leafentries, the leaf pages
are chained together in a doubly linked list. Thus, the leavesform a sequence, which can be
used to answer range queries efficiently.
The reader should carefully consider how such a node organization can be achievedusing the
record formats presented in Section 7.7; after all, each key–pointer pair canbe thought of as a
record. If the field being indexed is of fixed length, these indexentries will be of fixed length;
otherwise, we have variable-length records. In eithercase the B+ tree can itself be viewed as a
file of records. If the leaf pages do not
contain the actual data records, then the B+ tree is indeed a file of records that isdistinct from
the file that contains the data. If the leaf pages contain data records,then a file contains the B+
tree as well as the data.
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9.4 SEARCH
The algorithm for search finds the leaf node in which a given data entry belongs.
Apseudocode sketch of the algorithm is given in Figure 9.9. We use the notation *ptrto
denote the value pointed to by a pointer variable ptrand &(value) to denote theaddress of
value. Note that finding i in tree search requires us to search within thenode, which can be
done with either a linear search or a binary search (e.g., depending
on the number of entries in the node).In discussing the search, insertion, and deletion
algorithms for B+ trees, we will assumethat there are no duplicates. That is, no two data
entries are allowed to have the samekey value. Of course, duplicates arise whenever the
search key does not contain acandidate key and must be dealt with in practice. We consider
how duplicates can behandled in Section 9.7.
Consider the sample B+ tree shown in Figure 9.10. This B+ tree is of order d=2.That is, each
node contains between 2 and 4 entries. Each non-leaf entry is a h keyvalue, nodepointeripair;
at the leaf level, the entries are data records that we denote by k∗. To search for entry 5*, we
follow the left-most child pointer, since 5 <13. To search for the entries 14* or 15*, we
follow the second pointer, since 13 ≤14 <17, and 13 ≤15 <17. (We don’t find 15* on the
appropriate leaf, and we can conclude that it is not present in the tree.) To find 24*, we
follow the fourth child pointer, since 24 ≤24 <30.
funcfind (search key value K) returns nodepointer
// Given a search key value, finds its leaf node
return tree search(root, K); // searches from root
endfunc
functree search (nodepointer, search key value K) returns nodepointer
// Searches tree for entry
if *nodepointer is a leaf, return nodepointer;
else,
if K <K1 then return tree search(P0, K);
else,
if K ≥Km then return tree search(Pm, K); // m = # entries
else,
find i such that Ki ≤K <Ki+1;
return tree search(Pi, K)
endfunc
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9.5 INSERT
The algorithm for insertion takes an entry, finds the leaf node where it belongs, andinserts it
there. Pseudocode for the B+ tree insertion algorithm is given in Figure9.11. The basic idea
behind the algorithm is that we recursively insert the entry bycalling the insert algorithm on
the appropriate child node. Usually, this procedureresults in going down to the leaf node
where the entry belongs, placing the entry there,and returning all the way back to the root
node. Occasionally a node is full and itmust be split. When the node is split, an entry pointing
to the node created by thesplit must be inserted into its parent; this entry is pointed to by the
pointer variablenewchildentry. If the (old) root is split, a new root node is created and the
height ofthe tree increases by one.
To illustrate insertion, let us continue with the sample tree shown in Figure 9.10. Ifwe insert
entry 8*, it belongs in the left-most leaf, which is already full. This insertioncauses a split of
the leaf page; the split pages are shown in Figure 9.12. The tree mustnow be adjusted to take
the new leaf page into account, so we insert an entry consistingof the pair h5, pointer to new
pageiinto the parent node. Notice how the key 5, whichdiscriminates between the split leaf
page and its newly created sibling, is ‘copied up.’We cannot just ‘push up’ 5, because every
data entry must appear in a leaf page.
Since the parent node is also full, another split occurs. In general we have to split anon-leaf
node when it is full, containing 2d keys and 2d + 1 pointers, and we have toadd another index
entry to account for a child split. We now have 2d + 1 keys and2d+2 pointers, yielding two
minimally full non-leaf nodes, each containing d keys andd+1 pointers, and an extra key,
which we choose to be the ‘middle’ key. This key anda pointer to the second non-leaf node
constitute an index entry that must be inserted
into the parent of the split non-leaf node. The middle key is thus ‘pushed up’ the tree,in
contrast to the case for a split of a leaf page.
The split pages in our example are shown in Figure 9.13. The index entry pointing tothe new
non-leaf node is the pair h17, pointer to new index-level pagei; notice that thekey value 17 is
‘pushed up’ the tree, in contrast to the splitting key value 5 in the leafsplit, which was ‘copied
up.’
The difference in handling leaf-level and index-level splits arises from the B+ tree requirement that all data entries k∗must reside in the leaves. This requirement preventsus from
‘pushing up’ 5 and leads to the slight redundancy of having some key valuesappearing in the
leaf level as well as in some index level. However, range queries canbe efficiently answered
by just retrieving the sequence of leaf pages; the redundancyis a small price to pay for
efficiency. In dealing with the index levels, we have moreflexibility, and we ‘push up’ 17 to
avoid having two copies of 17 in the index levels.
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Now, since the split node was the old root, we need to create a new root node to holdthe entry
that distinguishes the two split index pages. The tree after completing theinsertion of the
entry 8* is shown in Figure 9.14.
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One variation of the insert algorithm tries to redistribute entries of a node N with asibling
before splitting the node; this improves average occupancy. The sibling of anode N, in this
context, is a node that is immediately to the left or right of N and hasthe same parent as N.
To illustrate redistribution, reconsider insertion of entry 8* into the tree shown inFigure 9.10.
The entry belongs in the left-most leaf, which is full. However, the (only)sibling of this leaf
node contains only two entries and can thus accommodate moreentries. We can therefore
handle the insertion of 8* with a redistribution. Note howthe entry in the parent node that
points to the second leaf has a new key value; we‘copy up’ the new low key value on the
second leaf. This process is illustrated in Figure9.15.

To determine whether redistribution is possible, we have to retrieve the sibling. If the sibling
happens to be full, we have to split the node anyway. On average, checkingwhether
edistribution is possible increases I/O for index node splits, especially if wecheck both
siblings. (Checking whether redistribution is possible may reduce I/O ifthe redistribution
succeeds whereas a split propagates up the tree, but this case is veryinfrequent.) If the file is
growing, average occupancy will probably not be affectedmuch even if we do not
redistribute. Taking these considerations into account, notredistributing entries at non-leaf
levels usually pays off.
If a split occurs at the leaf level, however, we have to retrieve a neighbor in order toadjust the
previous and next-neighbor pointers with respect to the newly created leafnode. Therefore, a
limited form of redistribution makes sense: If a leaf node is full,fetch a neighbor node; if it
has space, and has the same parent, redistribute entries.Otherwise (neighbor has different
parent, i.e., is not a sibling, or is also full) split theleaf node and adjust the previous and nextneighbor pointers in the split node, the newly created neighbor, and the old neighbor.
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9.6 DELETE *
The algorithm for deletion takes an entry, finds the leaf node where it belongs, anddeletes it.
Pseudocode for the B+ tree deletion algorithm is given in Figure 9.16. Thebasic idea behind
the algorithm is that we recursively delete the entry by calling thedelete algorithm on the
appropriate child node. We usually go down to the leaf nodewhere the entry belongs, remove
the entry from there, and return all the way backto the root node. Occasionally a node is at
minimum occupancy before the deletion,and the deletion causes it to go below the occupancy
threshold. When this happens,we must either redistribute entries from an adjacent sibling or
merge the node with a sibling to maintain minimum occupancy. If entries are redistributed
between twonodes, their parent node must be updated to reflect this; the key value in the
indexentry pointing to the second node must be changed to be the lowest search key in
thesecond node. If two nodes are merged, their parent must be updated to reflect thisby
deleting the index entry for the second node; this index entry is pointed to by thepointer
variable oldchildentrywhen the delete call returns to the parent node. If thelast entry in the
root node is deleted in this manner because one of its children wasdeleted, the height of the
tree decreases by one.
To illustrate deletion, let us consider the sample tree shown in Figure 9.14. To deleteentry
19*, we simply remove it from the leaf page on which it appears, and we aredone because the
leaf still contains two entries. If we subsequently delete 20*, however,the leaf contains only
one entry after the deletion. The (only) sibling of the leaf nodethat contained 20* has three
entries, and we can therefore deal with the situation byredistribution; we move entry 24* to
the leaf page that contained 20* and ‘copy up’the new splitting key (27, which is the new low
key value of the leaf from which weborrowed 24*) into the parent. This process is illustrated
in Figure 9.17.
Suppose that we now delete entry 24*. The affected leaf contains only one entry(22*) after
the deletion, and the (only) sibling contains just two entries (27* and 29*).Therefore, we
cannot redistribute entries. However, these two leaf nodes togethercontain only three entries
and can be merged. While merging, we can ‘toss’ the entry(h27, pointer to second leaf pagei)
in the parent, which pointed to the second leaf page,because the second leaf page is empty
after the merge and can be discarded. The rightsubtree of Figure 9.17 after this step in the
deletion of entry 24* is shown in Figure9.18.
Deleting the entry h27, pointer to second leaf pageihas created a non-leaf-level pagewith just
one entry, which is below the minimum of d=2. To fix this problem, we musteither
redistribute or merge. In either case we must fetch a sibling. The only siblingof this node
contains just two entries (with key values 5 and 13), and so redistributionis not possible; we
must therefore merge.
The situation when we have to merge two non-leaf nodes is exactly the opposite of
thesituation when we have to split a non-leaf node. We have to split a non-leaf node whenit
contains 2d keys and 2d + 1 pointers, and we have to add another key–pointer pair.Since we
resort to merging two non-leaf nodes only when we cannot redistribute entriesbetween them,
the two nodes must be minimally full; that is, each must contain d keysand d+1 pointers prior
to the deletion. After merging the two nodes and removing thekey–pointer pair to be deleted,
we have 2d−1 keys and 2d+1 pointers: Intuitively, the left-most pointer on the second merged
node lacks a key value. To see what key valuemust be combined with this pointer to create a
complete index entry, consider theparent of the two nodes being merged. The index entry
pointing to one of the merged
procdelete (parentpointer, nodepointer, entry, oldchildentry)
// Deletes entry from subtree with root ‘*nodepointer’; degree is d;
// ‘oldchildentry’ null initially, and null upon return unless child deleted
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if *nodepointer is a non-leaf node, say N,
find i such that Ki ≤entry’s key value <Ki+1; // choose subtree
delete(nodepointer, Pi, entry, oldchildentry); // recursive delete
if oldchildentry is null, return; // usual case: child not deleted
else, // we discarded child node (see discussion)
remove *oldchildentry from N, // next, check minimum occupancy
if N has entries to spare, // usual case
set oldchildentry to null, return; // delete doesn’t go further
else, // note difference wrt merging of leaf pages!
get a sibling S of N: // parentpointerarg used to find S
if S has extra entries,
redistribute evenly between N and S through parent;
set oldchildentry to null, return;
else, merge N and S // call node on rhsM
oldchildentry = & (current entry in parent for M);
pull splitting key from parent down into node on left;
move all entries from M to node on left;
discard empty node M, return;
if *nodepointer is a leaf node, say L,
if L has entries to spare, // usual case
remove entry, set oldchildentry to null, and return;
else, // once in a while, the leaf becomes underfull
get a sibling S of L; // parentpointer used to find S
if S has extra entries,
redistribute evenly between L and S;
find entry in parent for node on right; // call it M
replace key value in parent entry by new low-key value in M;
set oldchildentry to null, return;
else, merge L and S // call node on rhsM
oldchildentry = & (current entry in parent for M);
move all entries from M to node on left;
discard empty node M, adjust sibling pointers, return;
endproc
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Figure 9.16 Algorithm for Deletion from B+ Tree of Order d

nodes must be deleted from the parent because the node is about to be discarded.The key
value in this index entry is precisely the key value we need to complete thenew merged node:
The entries in the first node being merged, followed by the splittingkey value that is ‘pulled
down’ from the parent, followed by the entries in the secondnon-leaf node gives us a total of
2d keys and 2d + 1 pointers, which is a full non-leafnode. Notice how the splitting key value
in the parent is ‘pulled down,’ in contrast tothe case of merging two leaf nodes.
Consider the merging of two non-leaf nodes in our example. Together, the non-leafnode and
the sibling to be merged contain only three entries, and they have a totalof five pointers to
leaf nodes. To merge the two nodes, we also need to ‘pull down’the index entry in their
parent that currently iscriminates between these nodes. Thisindex entry has key value 17, and
so we create a new entry h17, left-most child pointerin siblingi. Now we have a total of four
entries and five child pointers, which can fit onone page in a tree of order d=2. Notice that
pulling down the splitting key 17 meansthat it will no longer appear in the parent node
following the merge. After we mergethe affected non-leaf node and its sibling by putting all
the entries on one page anddiscarding the empty sibling page, the new node is the only child
of the old root, whichcan therefore be discarded. The tree after completing all these steps in
the deletion ofentry 24* is shown in Figure 9.19.
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The previous examples illustrated redistribution of entries across leaves and merging ofboth
leaf-level and non-leaf-level pages. The remaining case is that of redistribution ofentries
between non-leaf-level pages. To understand this case, consider the intermediateright subtree
shown in Figure 9.18. We would arrive at the same intermediate rightsubtree if we try to
delete 24* from a tree similar to the one shown in Figure 9.17 butwith the left subtree and
root key value as shown in Figure 9.20. The tree in Figure 9.20 illustrates an intermediate
stage during the deletion of 24*. (Try to construct theinitial tree.)

In contrast to the case when we deleted 24* from the tree of Figure 9.17, the non-leaflevel
node containing key value 30 now has a sibling that can spare entries (the entrieswith key
values 17 and 20). We move these entries2 over from the sibling. Notice thatin doing so, we
essentially ‘push’ them through the splitting entry in their parent node(the root), which takes
care of the fact that 17 becomes the new low key value on theright and therefore must replace
the old splitting key in the root (the key value 22).The tree with all these changes is shown in
Figure 9.21.
In concluding our discussion of deletion, we note that we retrieve only one sibling ofa node.
If this node has spare entries, we use redistribution; otherwise, we merge.If the node has a
second sibling, it may be worth retrieving that sibling as well tocheck for the possibility of
redistribution. Chances are high that redistribution willbe possible, and unlike merging,
redistribution is guaranteed to propagate no further
than the parent node. Also, the pages have more space on them, which reduces thelikelihood
of a split on subsequent insertions. (Remember, files typically grow, notshrink!) However,
the number of times that this case arises (node becomes less thanhalf-full and first sibling
can’t spare an entry) is not very high, so it is not essential toimplement this refinement of the
basic algorithm that we have presented.
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9.7 DUPLICATES *
The search, insertion, and deletion algorithms that we have presented ignore the issueof
duplicate keys, that is, several data entries with the same key value. We nowdiscuss how
duplicates can be handled.
The basic search algorithm assumes that all entries with a given key value reside ona single
leaf page. One way to satisfy this assumption is to use overflow pages todeal with duplicates.
(In ISAM, of course, we have overflow pages in any case, andduplicates are easily handled.)
Typically, however, we use an alternative approach for duplicates. We handle themjust like
any other entries and several leaf pages may contain entries with a given keyvalue. To
retrieve all data entries with a given key value, we must search for the left-most data entry
with the given key value and then possibly retrieve more than oneleaf page (using the leaf
sequence pointers). Modifying the search algorithm to findthe left-most data entry in an index
with duplicates is an interesting.
One problem with this approach is that when a record is deleted, if we use Alternative(2) for
data entries, finding the corresponding data entry to delete in the B+ tree indexcould be
inefficient because we may have to check several duplicate entries hkey, ridiwith the same
key value. This problem can be addressed by considering the rid valuein the data entry to be
part of the search key, for purposes of positioning the dataentry in the tree. This solution
effectively turns the index into a unique index (i.e., noduplicates). Remember that a search
key can be any sequence of fields—in this variant,the rid of the data record is essentially
treated as another field while constructing thesearch key.Alternative (3) for data entries leads
to a natural solution for duplicates, but if we havea large number of duplicates, a single data
entry could span multiple pages. And ofcourse, when a data record is deleted, finding the rid
to delete from the correspondingdata entry can be inefficient. The solution to this problem is
similar to the one discussedabove for Alternative (2): We can maintain the list of rids within
each data entry insorted order (say, by page number and then slot number if a rid consists of a
page id
and a slot id).

Page 114 of 175

DBMS NOTES

SYMCA

Static Hashing
In static hashing, when a search-key value is provided, the hash function always computes the
same address. For example, if mod-4 hash function is used, then it shall generate only 5 values.
The output address shall always be same for that function. The number of buckets provided
remains unchanged at all times.






Operation
Insertion − When a record is required to be entered using static hash, the hash
function h computes the bucket address for search key K, where the record will be stored.
Bucket address = h(K)
Search − When a record needs to be retrieved, the same hash function can be used to retrieve
the address of the bucket where the data is stored.
Delete − This is simply a search followed by a deletion operation.
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UNIT 5
Query Evaluation and Transaction Management
It is the step by step process of breaking the high level language into low level language
which machine can understand and perform the requested action for user. Query processor in
the DBMS performs this task.
Above diagram depicts how a query is processed in the database to show the result. When a
query is submitted to the database, it is received by the query compiler. It then scans the
query and divides it into individual tokens. Once the tokens are generated, they are verified
for their correctness by the parser. Then the tokenized queries are transformed into different
possible relational expressions, relational trees and relational graphs (Query Plans). Query
optimizer then picks them to identify the best query plan to process. It checks in the system
catalog for the constraints and indexes and decides the best query plan. It generates different
execution plans for the query plan. The query execution plan then decides the best and
optimized execution plan for execution. The command processor then uses this execution
plan to retrieve the data from the database and returns the result. This is an overview of how a
query processing works. Let us see in detail in below.
There are four phases in a typical query processing.
 Parsing and

Translation

 Query Optimization
 Evaluation
 Execution

or query code generation

in DB’s runtime processor.

Parsing and Translation
This is the first step of any query processing. The user typically writes his requests in SQL
language. In order to process and execute this request, DBMS has to convert it into low level
– machine understandable language. Any query issued to the database is first picked by query
processor. It scans and parses the query into individual tokens and examines for the
correctness of query. It checks for the validity of tables / views used and the syntax of the
query. Once it is passed, then it converts each tokens into relational expressions, trees and
graphs. These are easily processed by the other parsers in the DBMS.
Cost of query is the time taken by the query to hit the database and return the result. It
involves query processing time i.e.; time taken to parse and translate the query, optimize it,
evaluate, execute and return the result to the user is called cost of the query. Though it is in
fraction of seconds, it includes multiple sub tasks and time taken by each of them. Executing
the optimized query involves hitting the primary and secondary memory based on the file
organization method. Depending on file organization and the indexes used, time taken to
retrieve the data may vary.
Majority of time is spent by the query in accessing the data from the memory. It too has
several factors determining the cost of access time – disk I/O time, CPU time, network access
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time etc. Disk access time is the time taken by the processor to search and find the record in
the secondary memory and return the result. This takes the majority of time while processing
a query. Other times can be ignored compared to disk I/O time.
While calculating the disk I/O time, usually only two factors are considered – seek time and
transfer time. The seek time is the time taken the processor to find a single record in the disk
memory and is represented by tS. For example, in order to find the student ID of a student
‘John’, the processor will fetch in the memory based on the index and the file organization
method. The time taken by the processor to hit the disk block and search for his ID is called
the seek time. The time taken by the disk to return fetched result back to the processor / user
is called transfer time and is represented by tT.
Suppose a query need to seek S times to fetch a record and there is B blocks needs to be
returned to the user. Then the disk I/O cost is calculated as below
(S* tS)+ (B* tT)
That is, it is the sum of the total time taken for seek S times and the total time taken to
transfer B blocks. Here other costs like CPU cost, RAM cost etc are ignored as they are
comparatively small. Disk I/O alone is considered as cost of a query. But we have to calculate
the worst case cost – the maximum time taken by the query when there is a worst case like
buffer is full or no buffers etc. because the memory space / buffers depend on the number of
queries executing in parallel. All queries would be using the buffers and determining the
number of buffers / blocks available for our query is unpredictable. The processor might have
to wait till it gets all the memory blocks.
QUERY OPTIMIZATION
Query optimization is a function of many relational database management systems.
The query optimizer attempts to determine the most efficient way to execute a given query
by considering the possible query plans.
Generally, the query optimizer cannot be accessed directly by users: once queries are
submitted to database server, and parsed by the parser, they are then passed to the query
optimizer where optimization occurs. However, some database engines allow guiding the
query optimizer with hints.
A query is a request for information from a database. It can be as simple as "finding the
address of a person with SS# 123-45-6789," or more complex like "finding the average salary
of all the employed married men in California between the ages 30 to 39, that earn less than
their wives." Queries results are generated by accessing relevant database data and
manipulating it in a way that yields the requested information. Since database structures are
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complex, in most cases, and especially for not-very-simple queries, the needed data for a
query can be collected from a database by accessing it in different ways, through different
data-structures, and in different orders. Each different way typically requires different
processing time. Processing times of the same query may have large variance, from a fraction
of a second to hours, depending on the way selected. The purpose of query optimization,
which is an automated process, is to find the way to process a given query in minimum time.
The large possible variance in time justifies performing query optimization, though finding
the exact optimal way to execute a query, among all possibilities, is typically very complex,
time consuming by itself, may be too costly, and often practically impossible. Thus query
optimization typically tries to approximate the optimum by comparing several common-sense
alternatives to provide in a reasonable time a "good enough" plan which typically does not
deviate much from the best possible result.
Most query optimizers represent query plans as a tree of "plan nodes". A plan node
encapsulates a single operation that is required to execute the query. The nodes are arranged
as a tree, in which intermediate results flow from the bottom of the tree to the top. Each node
has zero or more child nodes—those are nodes whose output is fed as input to the parent
node. For example, a join node will have two child nodes, which represent the two join
operands, whereas a sort node would have a single child node (the input to be sorted). The
leaves of the tree are nodes which produce results by scanning the disk, for example by
performing an index scan or a sequential scan.
Multi-objective query optimization[edit]
There are often other cost metrics in addition to execution time that are relevant to compare
query plans [1]. In a cloud computing scenario for instance, one should compare query plans
not only in terms of how much time they take to execute but also in terms of how much
money their execution costs. Or in the context of approximate query optimization, it is
possible to execute query plans on randomly selected samples of the input data in order to
obtain approximate results with reduced execution overhead. In such cases, alternative query
plans must be compared in terms of their execution time but also in terms of the precision or
reliability of the data they generate.
Multi-objective query optimization[3] models the cost of a query plan as a cost vector where
each vector component represents cost according to a different cost metric. Classical query
optimization can be considered as a special case of multi-objective query optimization where
the dimension of the cost space (i.e., the number of cost vector components) is one.
Different cost metrics might conflict with each other (e.g., there might be one plan with
minimal execution time and a different plan with minimal monetary execution fees in a cloud
computing scenario). Therefore, the goal of optimization cannot be to find a query plan that
minimizes all cost metrics but must be to find a query plan that realizes the best compromise
between different cost metrics. What the best compromise is depends on user preferences
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(e.g., some users might prefer a cheaper plan while others prefer a faster plan in a cloud
scenario).
Multi-objective parametric query optimization[edit]
Multi-objective parametric query optimization[1] generalizes parametric and multi-objective
query optimization. Plans are compared according to multiple cost metrics and plan costs
may depend on parameters whose values are unknown at optimization time. The cost of a
query plan is therefore modeled as a function from a multi-dimensional parameter space to a
multi-dimensional cost space. The goal of optimization is to generate the set of query plans
that can be optimal for each possible combination of parameter values and user preferences
Query Optimizers
A query is parsed then presented to a query optimizer – which is responsible for identifying
an efficient execution plan. The optimizer generates alternative plans and chooses the plan
with the least estimated cost. The number of plans generated is a subset of all the plans due to
the large search space. A query optimization plan consists of a relational algebra tree, with
additional annotations at each node indicating the access method to use for each table and the
implementation method to use for each relational operator. When a query is composed of
several operators, the result of one operator can sometimes be pipelined to another operator
without creating a temporary table. This saves the cost of creating that table – writing it and
reading it. The savings can be considerable. If the output of a table is saved in a temporary
table for processing by the next operator, we say that the tuples are materialized. Clearing
pipelining would be chosen over materialized due to the cost savings. When the input table to
a unary-operator is pipelined into it, we call this on-the-fly. The tree of relational algebra
operators is executed in some order – possibly interleaved. Each operator has one or more
inputs and an output – which are also nodes in the tree and tuples are passed between the
nodes according to the plan’s structure.
Operator Evaluation
SQL queries are translated into an extended form of relational algebra. Query evaluation
plans are represented as trees of relational operators – along with labels that identify the
algorithm to use at each node. The relational operators then act as building blocks for
evaluating the queries with the implementation of these operators being optimized for
performance. There are many alternative algorithms available for implementing each
relational operator. For the most part, no algorithm is universally superior – many factors can
influence which algorithm performs best in that specific situation. These factors include
(among others):
Size of tables
 existence of indexes,
 size of the available buffer pool
 buffer pool replacement policy
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TRANSACTION STATE
A transaction can be defined as a group of tasks. A single task is the minimum processing unit
which cannot be divided further.
Let’s take an example of a simple transaction. Suppose a bank employee transfers Rs 500
from A's account to B's account. This very simple and small transaction involves several lowlevel tasks.
A’s Account
Open_Account(A)
Old_Balance = A.balance
New_Balance = Old_Balance - 500
A.balance = New_Balance
Close_Account(A)
B’s Account
Open_Account(B)
Old_Balance = B.balance
New_Balance = Old_Balance + 500
B.balance = New_Balance
Close_Account(B)
ACID PROPERTIES
A transaction is a very small unit of a program and it may contain several lowlevel tasks. A
transaction in a database system must maintain Atomicity,Consistency, Isolation,
and Durability − commonly known as ACID properties − in order to ensure accuracy,
completeness, and data integrity.


Atomicity − This property states that a transaction must be treated as an atomic unit,
that is, either all of its operations are executed or none. There must be no state in a
database where a transaction is left partially completed. States should be defined either
before the execution of the transaction or after the execution/abortion/failure of the
transaction.



Consistency − The database must remain in a consistent state after any transaction. No
transaction should have any adverse effect on the data residing in the database. If the
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database was in a consistent state before the execution of a transaction, it must remain
consistent after the execution of the transaction as well.


Durability − The database should be durable enough to hold all its latest updates even
if the system fails or restarts. If a transaction updates a chunk of data in a database and
commits, then the database will hold the modified data. If a transaction commits but
the system fails before the data could be written on to the disk, then that data will be
updated once the system springs back into action.



Isolation − In a database system where more than one transaction are being executed
simultaneously and in parallel, the property of isolation states that all the transactions
will be carried out and executed as if it is the only transaction in the system. No
transaction will affect the existence of any other transaction.
Serializability

When multiple transactions are being executed by the operating system in a
multiprogramming environment, there are possibilities that instructions of one transactions
are interleaved with some other transaction.


Schedule − A chronological execution sequence of a transaction is called a schedule.
A schedule can have many transactions in it, each comprising of a number of
instructions/tasks.



Serial Schedule − It is a schedule in which transactions are aligned in such a way that
one transaction is executed first. When the first transaction completes its cycle, then
the next transaction is executed. Transactions are ordered one after the other. This type
of schedule is called a serial schedule, as transactions are executed in a serial manner.

In a multi-transaction environment, serial schedules are considered as a benchmark. The
execution sequence of an instruction in a transaction cannot be changed, but two transactions
can have their instructions executed in a random fashion. This execution does no harm if two
transactions are mutually independent and working on different segments of data; but in case
these two transactions are working on the same data, then the results may vary. This evervarying result may bring the database to an inconsistent state.
To resolve this problem, we allow parallel execution of a transaction schedule, if its
transactions are either serializable or have some equivalence relation among them.
Serializability is used to keep the data in the data item in a consistent state. Serializability is a
property of a transaction schedule (history). It relates to the isolationproperty of a database
transaction.
Serializability of a schedule means equivalence (in the outcome, the database state, data
values) to a serial schedule (i.e., sequential with no transaction overlap in time) with the same
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transactions. It is the major criterion for the correctness of concurrent transactions' schedule,
and thus supported in all general purpose database systems
Equivalence Schedules
An equivalence schedule can be of the following types −
Result Equivalence
If two schedules produce the same result after execution, they are said to be result equivalent.
They may yield the same result for some value and different results for another set of values.
That's why this equivalence is not generally considered significant.
View Equivalence
Two schedules would be view equivalence if the transactions in both the schedules perform
similar actions in a similar manner.
For example −


If T reads the initial data in S1, then it also reads the initial data in S2.



If T reads the value written by J in S1, then it also reads the value written by J in S2.



If T performs the final write on the data value in S1, then it also performs the final
write on the data value in S2.

Conflict Equivalence
Two schedules would be conflicting if they have the following properties −


Both belong to separate transactions.



Both accesses the same data item.



At least one of them is "write" operation.

Two schedules having multiple transactions with conflicting operations are said to be conflict
equivalent if and only if −


Both the schedules contain the same set of Transactions.



The order of conflicting pairs of operation is maintained in both the schedules.

RECOVERABLITY
Recoverability refers to the ability to restore your deployment to the point at which a failure
occurred. The ability to recover quickly from a system failure or disaster depends not only on
having current backups of your data, but also on having a predefined plan for recovering that
data on new hardware.
This section covers the primary elements for which you must plan for fast and efficient
recovery from a system failure or disaster, including:
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Creating database backups—Databases are vital to the recoverability of your
deployment.



Using hardware standards—Using set standards for hardware improves the
maintainability and recoverability of your deployment.



Maintaining hardware records—Keeping good records of your hardware
configurations and hardware parts suppliers helps make both routine maintenance and
disaster recovery more efficient.



Maintaining software records—Software configuration records can assist with
regular maintenance tasks, as well as with disaster recovery.



Planning hardware contingencies—Having a hardware contingency plan can help
minimize downtime costs by allowing you to replace hardware quickly in the event of
a failure.



Providing training and documentation—Proper documentation of your systems and
training of your staff is vital for allowing you to recover from a system failure or
disaster in the least possible amount of time.

Each of these elements must be part of your backup and recovery plan to ensure your ability
to restore your deployment in the event of a system failure or disaster.
States of Transactions
A transaction in a database can be in one of the following states −



Active − In this state, the transaction is being executed. This is the initial state of every
transaction.



Partially Committed − When a transaction executes its final operation, it is said to be
in a partially committed state.
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Failed − A transaction is said to be in a failed state if any of the checks made by the
database recovery system fails. A failed transaction can no longer proceed further.



Aborted − If any of the checks fails and the transaction has reached a failed state, then
the recovery manager rolls back all its write operations on the database to bring the
database back to its original state where it was prior to the execution of the transaction.
Transactions in this state are called aborted. The database recovery module can select
one of the two operations after a transaction aborts −
o

Re-start the transaction

o

Kill the transaction



Committed − If a transaction executes all its operations successfully, it is said to be
committed. All its effects are now permanently established on the database system.



In a multiprogramming environment where multiple transactions can be executed
simultaneously, it is highly important to control the concurrency of transactions. We
have concurrency control protocols to ensure atomicity, isolation, and serializability
of concurrent transactions. Concurrency control protocols can be broadly divided into
two categories −



Lock based protocols



Time stamp based protocols
Lock-based Protocols

Database systems equipped with lock-based protocols use a mechanism by which any
transaction cannot read or write data until it acquires an appropriate lock on it. Locks are of
two kinds −


Binary Locks − A lock on a data item can be in two states; it is either locked or
unlocked.



Shared/exclusive − This type of locking mechanism differentiates the locks based on
their uses. If a lock is acquired on a data item to perform a write operation, it is an
exclusive lock. Allowing more than one transaction to write on the same data item
would lead the database into an inconsistent state. Read locks are shared because no
data value is being changed.

Page 124 of 175

DBMS NOTES

SYMCA

There are four types of lock protocols available −


Simplistic Lock Protocol

Simplistic lock-based protocols allow transactions to obtain a lock on every object before a
'write' operation is performed. Transactions may unlock the data item after completing the
‘write’ operation.


Pre-claiming Lock Protocol

Pre-claiming protocols evaluate their operations and create a list of data items on which they
need locks. Before initiating an execution, the transaction requests the system for all the locks
it needs beforehand. If all the locks are granted, the transaction executes and releases all the
locks when all its operations are over. If all the locks are not granted, the transaction rolls back
and



waits

until

all

the

locks

are

granted.

Two-Phase Locking 2PL

This locking protocol divides the execution phase of a transaction into three parts. In the first
part, when the transaction starts executing, it seeks permission for the locks it requires. The
second part is where the transaction acquires all the locks. As soon as the transaction releases
its first lock, the third phase starts. In this phase, the transaction cannot demand any new locks;
it
only
releases
the
acquired
locks.

Two-phase locking has two phases, one is growing, where all the locks are being acquired by
the transaction; and the second phase is shrinking, where the locks held by the transaction are
being released.
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To claim an exclusive (write) lock, a transaction must first acquire a shared (read) lock and
then upgrade it to an exclusive lock.
Strict Two-Phase Locking
The first phase of Strict-2PL is same as 2PL. After acquiring all the locks in the first phase,
the transaction continues to execute normally. But in contrast to 2PL, Strict-2PL does not
release a lock after using it. Strict-2PL holds all the locks until the commit point and releases

all the locks at a time
Strict-2PL does not have cascading abort as 2PL does.
Timestamp-based Protocols
The most commonly used concurrency protocol is the timestamp based protocol. This protocol
uses either system time or logical counter as a timestamp.
Lock-based protocols manage the order between the conflicting pairs among transactions at
the time of execution, whereas timestamp-based protocols start working as soon as a
transaction is created.
Every transaction has a timestamp associated with it, and the ordering is determined by the
age of the transaction. A transaction created at 0002 clock time would be older than all other
transactions that come after it. For example, any transaction 'y' entering the system at 0004 is
two seconds younger and the priority would be given to the older one.
In addition, every data item is given the latest read and write-timestamp. This lets the system
know when the last ‘read and write’ operation was performed on the data item.
Multiversion concurrency control
(MCC or MVCC), is a concurrency control method commonly used by database management
systems to provide concurrent access to the database and in programming languages to
implement transactional memory.
When an MVCC database needs to update an item of data, it will not overwrite the original
data item with new data, but instead creates a newer version of the data item. Thus there are
multiple versions stored. The version that each transaction sees depends on the isolation level
implemented. The most common isolation level implemented with MVCC is snapshot
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isolation. With snapshot isolation, a transaction observes a state of the data as when the
transaction started. MVCC introduces the challenge of how to remove versions that become
obsolete and will never be read. In some cases, a process to periodically sweep through and
delete the obsolete versions is implemented.
MVCC provides point-in-time consistent views. Read transactions under MVCC typically use
a timestamp or transaction ID to determine what state of the DB to read, and read these
versions of the data. Read and write transactions are thus isolated from each other without any
need for locking. However, despite locks being unnecessary, they are used by some MVCC
databases such as Oracle.
The drawback to this system is the cost of storing multiple versions of objects in the database.
On the other hand, reads are never blocked, which can be important for workloads mostly
involving reading values from the database. MVCC is particularly adept at implementing
true snapshot isolation, something which other methods of concurrency control frequently do
either incompletely or with high performance costs.
DEADLOCK
What are Deadlocks?
Deadlock is a state of a database system having two or more transactions, when each
transaction is waiting for a data item that is being locked by some other transaction. A
deadlock can be indicated by a cycle in the wait-for-graph. This is a directed graph in which
the vertices denote transactions and the edges denote waits for data items.
For example, in the following wait-for-graph, transaction T1 is waiting for data item X which
is locked by T3. T3 is waiting for Y which is locked by T2 and T2 is waiting for Z which is
locked by T1. Hence, a waiting cycle is formed, and none of the transactions can proceed
executing.

Deadlock Handling in Centralized Systems
There are three classical approaches for deadlock handling, namely −


Deadlock prevention.
Page 127 of 175

DBMS NOTES

SYMCA



Deadlock avoidance.



Deadlock detection and removal.

All of the three approaches can be incorporated in both a centralized and a distributed database
system.
Deadlock Prevention
The deadlock prevention approach does not allow any transaction to acquire locks that will
lead to deadlocks. The convention is that when more than one transactions request for locking
the same data item, only one of them is granted the lock.
One of the most popular deadlock prevention methods is pre-acquisition of all the locks. In
this method, a transaction acquires all the locks before starting to execute and retains the locks
for the entire duration of transaction. If another transaction needs any of the already acquired
locks, it has to wait until all the locks it needs are available. Using this approach, the system
is prevented from being deadlocked since none of the waiting transactions are holding any
lock.

Deadlock Avoidance
The deadlock avoidance approach handles deadlocks before they occur. It analyzes the
transactions and the locks to determine whether or not waiting leads to a deadlock.
The method can be briefly stated as follows. Transactions start executing and request data
items that they need to lock. The lock manager checks whether the lock is available. If it is
available, the lock manager allocates the data item and the transaction acquires the lock.
However, if the item is locked by some other transaction in incompatible mode, the lock
manager runs an algorithm to test whether keeping the transaction in waiting state will cause
a deadlock or not.
There are two algorithms for this purpose, namely wait-die and wound-wait. Let us assume
that there are two transactions, T1 and T2, where T1 tries to lock a data item which is already
locked by T2. The algorithms are as follows −


Wait-Die − If T1 is older than T2, T1 is allowed to wait. Otherwise, if T1 is younger
than T2, T1 is aborted and later restarted.



Wound-Wait − If T1 is older than T2, T2 is aborted and later restarted. Otherwise, if
T1 is younger than T2, T1 is allowed to wait.

Deadlock Detection and Removal
The deadlock detection and removal approach runs a deadlock detection algorithm
periodically and removes deadlock in case there is one. It does not check for deadlock when
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a transaction places a request for a lock. When a transaction requests a lock, the lock manager
checks whether it is available. If it is available, the transaction is allowed to lock the data item;
otherwise the transaction is allowed to wait.
Since there are no precautions while granting lock requests, some of the transactions may be
deadlocked. To detect deadlocks, the lock manager periodically checks if the wait-forgraph
has cycles. If the system is deadlocked, the lock manager chooses a victim transaction from
each cycle.
Some of the methods used for victim selection are −


Choose the transaction with fewest data items.



Choose the transaction that has performed least number of updates.



Choose the transaction having least restart overhead.



Choose the transaction which is common to two or more cycles.

This approach is primarily suited for systems having transactions low and where fast response
to lock requests is needed.
Deadlock Handling in Distributed Systems
Transaction processing in a distributed database system is also distributed, i.e. the same
transaction may be processing at more than one site. The two main deadlock handling
concerns in a distributed database system that are not present in a centralized system
are transaction location and transaction control. Once these concerns are addressed,
deadlocks are handled through any of deadlock prevention, deadlock avoidance or deadlock
detection and removal.
Transaction Location
Transactions in a distributed database system are processed in multiple sites and use data items
in multiple sites. The amount of data processing is not uniformly distributed among these sites.
The time period of processing also varies. Thus the same transaction may be active at some
sites and inactive at others. When two conflicting transactions are located in a site, it may
happen that one of them is in inactive state. This condition does not arise in a centralized
system. This concern is called transaction location issue.
This concern may be addressed by Daisy Chain model. In this model, a transaction carries
certain details when it moves from one site to another. Some of the details are the list of tables
required, the list of sites required, the list of visited tables and sites, the list of tables and sites
that are yet to be visited and the list of acquired locks with types. After a transaction terminates
by either commit or abort, the information should be sent to all the concerned sites.
Transaction Control
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Transaction control is concerned with designating and controlling the sites required for
processing a transaction in a distributed database system. There are many options regarding
the choice of where to process the transaction and how to designate the center of control, like
–


One server may be selected as the center of control.



The center of control may travel from one server to another.



The responsibility of controlling may be shared by a number of servers.

Distributed Deadlock Prevention
Just like in centralized deadlock prevention, in distributed deadlock prevention approach, a
transaction should acquire all the locks before starting to execute. This prevents deadlocks.
The site where the transaction enters is designated as the controlling site. The controlling site
sends messages to the sites where the data items are located to lock the items. Then it waits
for confirmation. When all the sites have confirmed that they have locked the data items,
transaction starts. If any site or communication link fails, the transaction has to wait until they
have been repaired.
Though the implementation is simple, this approach has some drawbacks −


Pre-acquisition of locks requires a long time for communication delays. This increases
the time required for transaction.



In case of site or link failure, a transaction has to wait for a long time so that the sites
recover. Meanwhile, in the running sites, the items are locked. This may prevent other
transactions from executing.



If the controlling site fails, it cannot communicate with the other sites. These sites
continue to keep the locked data items in their locked state, thus resulting in blocking.

Distributed Deadlock Avoidance
As in centralized system, distributed deadlock avoidance handles deadlock prior to
occurrence. Additionally, in distributed systems, transaction location and transaction control
issues needs to be addressed. Due to the distributed nature of the transaction, the following
conflicts may occur −


Conflict between two transactions in the same site.



Conflict between two transactions in different sites.

In case of conflict, one of the transactions may be aborted or allowed to wait as per distributed
wait-die or distributed wound-wait algorithms.
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Distributed Deadlock Detection
Just like centralized deadlock detection approach, deadlocks are allowed to occur and are
removed if detected. The system does not perform any checks when a transaction places a
lock request. For implementation, global wait-for-graphs are created. Existence of a cycle in
the global wait-for-graph indicates deadlocks. However, it is difficult to spot deadlocks since
transaction waits for resources across the network.
Alternatively, deadlock detection algorithms can use timers. Each transaction is associated
with a timer which is set to a time period in which a transaction is expected to finish. If a
transaction does not finish within this time period, the timer goes off, indicating a possible
deadlock.
Another tool used for deadlock handling is a deadlock detector. In a centralized system, there
is one deadlock detector. In a distributed system, there can be more than one deadlock
detectors. A deadlock detector can find deadlocks for the sites under its control. There are
three alternatives for deadlock detection in a distributed system, namely.


Centralized Deadlock Detector − One site is designated as the central deadlock
detector.



Hierarchical Deadlock Detector − A number of deadlock detectors are arranged in
hierarchy.



Distributed Deadlock Detector − All the sites participate in detecting deadlocks and
removing them.



Failure Classification

To see where the problem has occurred, we generalize a failure into various categories, as
follows −
Transaction failure
A transaction has to abort when it fails to execute or when it reaches a point from where it
can’t go any further. This is called transaction failure where only a few transactions or
processes are hurt.
Reasons for a transaction failure could be −


Logical errors − Where a transaction cannot complete because it has some code error
or any internal error condition.



System errors − Where the database system itself terminates an active transaction
because the DBMS is not able to execute it, or it has to stop because of some system
condition. For example, in case of deadlock or resource unavailability, the system
aborts an active transaction.
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System Crash
There are problems − external to the system − that may cause the system to stop abruptly and
cause the system to crash. For example, interruptions in power supply may cause the failure
of underlying hardware or software failure.
Examples may include operating system errors.
Disk Failure
In early days of technology evolution, it was a common problem where hard-disk drives or
storage drives used to fail frequently.
Disk failures include formation of bad sectors, unreachability to the disk, disk head crash or
any other failure, which destroys all or a part of disk storage.
LOG BASED RECOVERY
Log is a sequence of records, which maintains the records of actions performed by a
transaction. It is important that the logs are written prior to the actual modification and
stored on a stable storage media, which is failsafe.
Log-based recovery works as follows −


The log file is kept on a stable storage media.



When a transaction enters the system and starts execution, it writes a log about it.

<Tn, Start>


When the transaction modifies an item X, it write logs as follows −

<Tn, X, V1, V2>
It reads Tn has changed the value of X, from V1 to V2.


When the transaction finishes, it logs −

<Tn, commit>
The database can be modified using two approaches −


Deferred database modification − All logs are written on to the stable storage and
the database is updated when a transaction commits.



Immediate database modification − Each log follows an actual database
modification. That is, the database is modified immediately after every operation.



Recovery with Concurrent Transactions
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When more than one transaction are being executed in parallel, the logs are interleaved. At
the time of recovery, it would become hard for the recovery system to backtrack all logs, and
then start recovering. To ease this situation, most modern DBMS use the concept of
'checkpoints'.
Checkpoint
Keeping and maintaining logs in real time and in real environment may fill out all the memory
space available in the system. As time passes, the log file may grow too big to be handled at
all. Checkpoint is a mechanism where all the previous logs are removed from the system and
stored permanently in a storage disk. Checkpoint declares a point before which the DBMS
was in consistent state, and all the transactions were committed.
Recovery
When a system with concurrent transactions crashes and recovers, it behaves in the following

manner −


The recovery system reads the logs backwards from the end to the last checkpoint.



It maintains two lists, an undo-list and a redo-list.



If the recovery system sees a log with <Tn, Start> and <Tn, Commit> or just <Tn,
Commit>, it puts the transaction in the redo-list.



If the recovery system sees a log with <Tn, Start> but no commit or abort log found, it
puts the transaction in undo-list.

All the transactions in the undo-list are then undone and their logs are removed. All the
transactions in the redo-list and their previous logs are removed and then redone before saving
their logs.
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UNIT 6
Introduction to Parallel Databases
Companies need to handle huge amount of data with high data transfer rate. The client server
and centralized system is not much efficient. The need to improve the efficiency gave birth to
the concept of Parallel Databases.
Parallel database system improves performance of data processing using multiple resources
in parallel, like multiple CPU and disks are used parallely.
It also performs many parallelization operations like, data loading and query processing.
Goals of Parallel Databases
The concept of Parallel Database was built with a goal to:
Improve performance:
The performance of the system can be improved by connecting multiple CPU and disks in
parallel. Many small processors can also be connected in parallel.
Improve availability of data:
Data can be copied to multiple locations to improve the availability of data.
For example: if a module contains a relation (table in database) which is unavailable then it
is important to make it available from another module.
Improve reliability:
Reliability of system is improved with completeness, accuracy and availability of data.
Provide distributed access of data:
Companies having many branches in multiple cities can access data with the help of parallel
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database system.

Parallel Database Architectures Are As Mentioned Below..
(1) Shared Memory :
In this model, all the processors share a common memory. The model is depicted in Fig. 9.9.

In shared memory parallel databases, communication between components is through
Interconnection
network.
Shared memory results in extremely efficient communication between processors.
data in shared memory can be accessed by any processor without being moved wits software.
A processor can send messages to other processors using memory writes.
But the shared memory machine is not scalable beyond 32 or 64 processors since the
interconnection network becomes bottle neck.
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(2) Shared Disk:
In this model, all processors share a common disk. Shared disk models are sometimes called
as clusters.

Fig.
9.10
shows
shared
disk
system
model..
In this model, all processors can access all disks directly via. an interconnection network. Ai
the processors are having their private memories.
Advantages of Shared-disk :


Each processor has its own memory hence, the memory bus is not the bottleneck.

This architecture offers a cheap way to provide a degree of fault tolerance. If a processor
(or its memory) fails, other processors can take over its tasks, since the database is resident on
disks that are accessible from any processor.
Disadvantage of Shared-disk :
The interconnection to disk sub-system is the bottleneck. It affects the scalability as the number
of processors increases. But as compared to shared memory system, shared disk systems can
scale to a somewhat large number of processors but the communication across processors is
slower.
(3) Shared Nothing :
In this model, processors share neither a common memory nor common disk. The model is
depicted in Fig. 9.11.
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In this model, each node of the machine consists of a processor, memory and one or more
disks.
The processor at one node may communicate with processor at another node using a highspeed interconnection network.
Shared-nothing architecture is more scalable and can easily support a large number of
processors.
The main drawback of shared nothing model is the cost of communication and of non-local
disk access, which are higher than in shared-memory and shared-disk architecture.
(4) Hierarchical :
A is a hybrid of preceding architectures. This model is depicted in Fig. 9.09.

It combines the characteristics of shared-memory, shared-disk and shared-nothing
architectures.
The top level is a shared-nothing architecture. Each node of the system could actually be a
shared-memory system with a few processor. Alternatively, each node could be a shared disk
system.
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Query Evaluation…

??
Distributed Databases







In a distributed database, there are a number of databases that may be geographically
distributed all over the world. A distributed DBMS manages the distributed database in a
manner so that it appears as one single database to users. In the later part of the chapter,
we go on to study the factors that lead to distributed databases, its advantages and
disadvantages.
A distributed database is a collection of multiple interconnected databases, which are
spread physically across various locations that communicate via a computer network.
A centralized distributed database management system (DDBMS) integrates the data
logically so it can be managed as if it were all stored in the same location. The DDBMS
synchronizes all the data periodically and ensures that updates and deletes performed on
the data at one location will be automatically reflected in the data stored elsewhere.
Distributed databases can be homogenous or heterogeneous. In a homeogenous distributed
database system, all the physical locations have the same underlying hardware and run the
same operating systems and database applications. In a heterogeneous distributed
database, the hardware, operating systems or database applications may be different at
each of the locations.

Types of Distributed Databases
Distributed databases can be broadly classified into homogeneous and heterogeneous
distributed database environments, each with further sub-divisions, as shown in the following
illustration.

Homogeneous Distributed Databases
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In a homogeneous distributed database, all the sites use identical DBMS and operating
systems. Its properties are −





The sites use very similar software.
The sites use identical DBMS or DBMS from the same vendor.
Each site is aware of all other sites and cooperates with other sites to process user requests.
The database is accessed through a single interface as if it is a single database.

Types of Homogeneous Distributed Database
There are two types of homogeneous distributed database −



Autonomous − Each database is independent that functions on its own. They are integrated
by a controlling application and use message passing to share data updates.
Non-autonomous − Data is distributed across the homogeneous nodes and a central or
master DBMS co-ordinates data updates across the sites.

Heterogeneous Distributed Databases
In a heterogeneous distributed database, different sites have different operating systems,
DBMS products and data models. Its properties are −






Different sites use dissimilar schemas and software.
The system may be composed of a variety of DBMSs like relational, network, hierarchical or
object oriented.
Query processing is complex due to dissimilar schemas.
Transaction processing is complex due to dissimilar software.
A site may not be aware of other sites and so there is limited co-operation in processing user
requests.

Types of Heterogeneous Distributed Databases



Federated − The heterogeneous database systems are independent in nature and integrated
together so that they function as a single database system.
Un-federated − The database systems employ a central coordinating module through which
the databases are accessed.

Distributed Database Architecture
A distributed database system allows applications to access data from local and remote
databases. In a homogenous distributed database system, each database is an Oracle
Database. In a heterogeneous distributed database system, at least one of the databases is not
an Oracle Database. Distributed databases use a client/server architecture to process
information requests.
This section contains the following topics:


Homogenous Distributed Database Systems
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Heterogeneous Distributed Database Systems
Client/Server Database Architecture

Homogenous Distributed Database Systems
A homogenous distributed database system is a network of two or more Oracle Databases
that reside on one or more machines. Figure 29-1 illustrates a distributed system that connects
three databases: hq, mfg, and sales. An application can simultaneously access or modify the
data in several databases in a single distributed environment. For example, a single query
from a Manufacturing client on local database mfg can retrieve joined data from
the products table on the local database and the dept table on the remote hq database.
For a client application, the location and platform of the databases are transparent. You can
also create synonyms for remote objects in the distributed system so that users can access
them with the same syntax as local objects. For example, if you are connected to
database mfg but want to access data on database hq, creating a synonym on mfg for the
remote dept table enables you to issue this query:
SELECT * FROM dept;
In this way, a distributed system gives the appearance of native data access. Users on mfg do
not have to know that the data they access resides on remote databases.
Figure 29-1 Homogeneous Distributed Database

Description of "Figure 29-1 Homogeneous Distributed Database"
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An Oracle Database distributed database system can incorporate Oracle Databases of
different versions. All supported releases of Oracle Database can participate in a distributed
database system. Nevertheless, the applications that work with the distributed database must
understand the functionality that is available at each node in the system. A distributed
database application cannot expect an Oracle7 database to understand the SQL extensions
that are only available with Oracle Database.
Distributed Databases Versus Distributed Processing
The terms distributed database and distributed processing are closely related, yet have distinct
meanings. There definitions are as follows:


Distributed database
A set of databases in a distributed system that can appear to applications as a single
data source.



Distributed processing
The operations that occurs when an application distributes its tasks among different
computers in a network. For example, a database application typically distributes
front-end presentation tasks to client computers and allows a back-end database server
to manage shared access to a database. Consequently, a distributed database
application processing system is more commonly referred to as a client/server
database application system.

Distributed database systems employ a distributed processing architecture. For example, an
Oracle Database server acts as a client when it requests data that another Oracle Database
server manages.
Distributed Databases Versus Replicated Databases
The terms distributed database system and database replication are related, yet distinct. In
a pure (that is, not replicated) distributed database, the system manages a single copy of all
data and supporting database objects. Typically, distributed database applications use
distributed transactions to access both local and remote data and modify the global database
in real-time.
The term replication refers to the operation of copying and maintaining database objects in
multiple databases belonging to a distributed system. While replication relies on distributed
database technology, database replication offers applications benefits that are not possible
within a pure distributed database environment.
Most commonly, replication is used to improve local database performance and protect the
availability of applications because alternate data access options exist. For example, an
application may normally access a local database rather than a remote server to minimize
network traffic and achieve maximum performance. Furthermore, the application can
continue to function if the local server experiences a failure, but other servers with replicated
data remain accessible.
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Heterogeneous Distributed Database Systems
In a heterogeneous distributed database system, at least one of the databases is a non-Oracle
Database system. To the application, the heterogeneous distributed database system appears
as a single, local, Oracle Database. The local Oracle Database server hides the distribution
and heterogeneity of the data.
The Oracle Database server accesses the non-Oracle Database system using Oracle
Heterogeneous Services in conjunction with an agent. If you access the non-Oracle Database
data store using an Oracle Transparent Gateway, then the agent is a system-specific
application. For example, if you include a Sybase database in an Oracle Database distributed
system, then you need to obtain a Sybase-specific transparent gateway so that the Oracle
Database in the system can communicate with it.
Alternatively, you can use generic connectivity to access non-Oracle Database data stores so
long as the non-Oracle Database system supports the ODBC or OLE DB protocols.
Heterogeneous Services
Heterogeneous Services (HS) is an integrated component within the Oracle Database server
and the enabling technology for the current suite of Oracle Transparent Gateway products.
HS provides the common architecture and administration mechanisms for Oracle Database
gateway products and other heterogeneous access facilities. Also, it provides upwardly
compatible functionality for users of most of the earlier Oracle Transparent Gateway releases.
Transparent Gateway Agents
For each non-Oracle Database system that you access, Heterogeneous Services can use a
transparent gateway agent to interface with the specified non-Oracle Database system. The
agent is specific to the non-Oracle Database system, so each type of system requires a
different agent.
The transparent gateway agent facilitates communication between Oracle Database and nonOracle Database systems and uses the Heterogeneous Services component in the Oracle
Database server. The agent executes SQL and transactional requests at the non-Oracle
Database system on behalf of the Oracle Database server.
Generic Connectivity
Generic connectivity enables you to connect to non-Oracle Database data stores by using
either a Heterogeneous Services ODBC agent or a Heterogeneous Services OLE DB agent.
Both are included with your Oracle product as a standard feature. Any data source compatible
with the ODBC or OLE DB standards can be accessed using a generic connectivity agent.
The advantage to generic connectivity is that it may not be required for you to purchase and
configure a separate system-specific agent. You use an ODBC or OLE DB driver that can
interface with the agent. However, some data access features are only available with
transparent gateway agents.

Page 142 of 175

DBMS NOTES

SYMCA

Client/Server Database Architecture
A database server is the Oracle software managing a database, and a client is an application
that requests information from a server. Each computer in a network is a node that can host
one or more databases. Each node in a distributed database system can act as a client, a
server, or both, depending on the situation.
In Figure 29-2, the host for the hq database is acting as a database server when a statement is
issued against its local data (for example, the second statement in each transaction issues a
statement against the local dept table), but is acting as a client when it issues a statement
against remote data (for example, the first statement in each transaction is issued against the
remote table emp in the sales database).
Figure 29-2 An Oracle Database Distributed Database System

Description of "Figure 29-2 An Oracle Database Distributed Database System"

A client can connect directly or indirectly to a database server. A direct connection occurs
when a client connects to a server and accesses information from a database contained on that
server. For example, if you connect to the hq database and access the dept table on this
database as in Figure 29-2, you can issue the following:
SELECT * FROM dept;
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This query is direct because you are not accessing an object on a remote database.
In contrast, an indirect connection occurs when a client connects to a server and then accesses
information contained in a database on a different server. For example, if you connect to
the hq database but access the emp table on the remote sales database as in Figure 29-2, you
can issue the following:
SELECT * FROM emp@sales;
This query is indirect because the object you are accessing is not on the database to which
you are directly connected.
Transaction Processing in a Distributed System
A transaction is a logical unit of work constituted by one or more SQL statements executed
by a single user. A transaction begins with the user's first executable SQL statement and ends
when it is committed or rolled back by that user.
A remote transaction contains only statements that access a single remote node. A distributed
transaction contains statements that access more than one node.
The following sections define important concepts in transaction processing and explain how
transactions access data in a distributed database:









Remote SQL Statements
Distributed SQL Statements
Shared SQL for Remote and Distributed Statements
Remote Transactions
Distributed Transactions
Two-Phase Commit Mechanism
Database Link Name Resolution
Schema Object Name Resolution

Remote SQL Statements
A remote query statement is a query that selects information from one or more remote tables,
all of which reside at the same remote node. For example, the following query accesses data
from the dept table in the scott schema of the remote sales database:
SELECT * FROM scott.dept@sales.us.americas.acme_auto.com;

A remote update statement is an update that modifies data in one or more tables, all of which
are located at the same remote node. For example, the following query updates the dept table
in the scott schema of the remote sales database:
UPDATE scott.dept@mktng.us.americas.acme_auto.com
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SET loc = 'NEW YORK'
WHERE deptno = 10;

Note:
A remote update can include a subquery that retrieves data from one or more remote nodes,
but because the update happens at only a single remote node, the statement is classified as a
remote update.
Distributed SQL Statements
A distributed query statement retrieves information from two or more nodes. For example,
the following query accesses data from the local database as well as the
remote sales database:
SELECT ename, dname
FROM scott.emp e, scott.dept@sales.us.americas.acme_auto.com d
WHERE e.deptno = d.deptno;

A distributed update statement modifies data on two or more nodes. A distributed update is
possible using a PL/SQL subprogram unit such as a procedure or trigger that includes two or
more remote updates that access data on different nodes. For example, the following PL/SQL
program unit updates tables on the local database and the remote sales database:
BEGIN
UPDATE scott.dept@sales.us.americas.acme_auto.com
SET loc = 'NEW YORK'
WHERE deptno = 10;
UPDATE scott.emp
SET deptno = 11
WHERE deptno = 10;
END;
COMMIT;
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The database sends statements in the program to the remote nodes, and their execution
succeeds or fails as a unit.
Shared SQL for Remote and Distributed Statements
The mechanics of a remote or distributed statement using shared SQL are essentially the
same as those of a local statement. The SQL text must match, and the referenced objects must
match. If available, shared SQL areas can be used for the local and remote handling of any
statement or decomposed query.
See Also:
Oracle Database Concepts for more information about shared SQL
Remote Transactions
A remote transaction contains one or more remote statements, all of which reference a single
remote node. For example, the following transaction contains two statements, each of which
accesses the remote sales database:
UPDATE scott.dept@sales.us.americas.acme_auto.com
SET loc = 'NEW YORK'
WHERE deptno = 10;
UPDATE scott.emp@sales.us.americas.acme_auto.com
SET deptno = 11
WHERE deptno = 10;
COMMIT;
Distributed Transactions
A distributed transaction is a transaction that includes one or more statements that,
individually or as a group, update data on two or more distinct nodes of a distributed
database. For example, this transaction updates the local database and the
remote sales database:
UPDATE scott.dept@sales.us.americas.acme_auto.com
SET loc = 'NEW YORK'
WHERE deptno = 10;
UPDATE scott.emp
SET deptno = 11
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WHERE deptno = 10;
COMMIT;
Note:
If all statements of a transaction reference only a single remote node, the transaction is
remote, not distributed.
Two-Phase Commit Mechanism
A database must guarantee that all statements in a transaction, distributed or non-distributed,
either commit or roll back as a unit. The effects of an ongoing transaction should be invisible
to all other transactions at all nodes; this transparency should be true for transactions that
include any type of operation, including queries, updates, or remote procedure calls.
The general mechanisms of transaction control in a non-distributed database are discussed in
the Oracle Database Concepts. In a distributed database, the database must coordinate
transaction control with the same characteristics over a network and maintain data
consistency, even if a network or system failure occurs.
The database two-phase commit mechanism guarantees that all database servers participating
in a distributed transaction either all commit or all roll back the statements in the transaction.
A two-phase commit mechanism also protects implicit DML operations performed by
integrity constraints, remote procedure calls, and triggers.
See Also:
Chapter 32, "Distributed Transactions Concepts" for more information about the Oracle
Database two-phase commit mechanism
Database Link Name Resolution
A global object name is an object specified using a database link. The essential components
of a global object name are:




Object name
Database name
Domain

The following table shows the components of an explicitly specified global database object
name:
Statement
SELECT * FROM joan.dept@sales.acme.com
SELECT * FROM emp@mktg.us.acme.com
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Whenever a SQL statement includes a reference to a global object name, the database
searches for a database link with a name that matches the database name specified in the
global object name. For example, if you issue the following statement:
SELECT * FROM scott.emp@orders.us.acme.com;
The database searches for a database link called orders.us.acme.com. The database performs
this operation to determine the path to the specified remote database.
The database always searches for matching database links in the following order:
1. Private database links in the schema of the user who issued the SQL statement.
2. Public database links in the local database.
3. Global database links (only if a directory server is available).
Name Resolution When the Global Database Name Is Complete
Assume that you issue the following SQL statement, which specifies a complete global
database name:
SELECT * FROM emp@prod1.us.oracle.com;

In this case, both the database name (prod1) and domain components (us.oracle.com) are
specified, so the database searches for private, public, and global database links. The database
searches only for links that match the specified global database name.
Name Resolution When the Global Database Name Is Partial
If any part of the domain is specified, the database assumes that a complete global database
name is specified. If a SQL statement specifies a partial global database name (that is, only
the database component is specified), the database appends the value in
the DB_DOMAIN initialization parameter to the value in the DB_NAME initialization
parameter to construct a complete name. For example, assume you issue the following
statements:
CONNECT scott/tiger@locdb
SELECT * FROM scott.emp@orders;

If the network domain for locdb is us.acme.com, then the database appends this domain
to orders to construct the complete global database name of orders.us.acme.com. The
database searches for database links that match only the constructed global name. If a
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matching link is not found, the database returns an error and the SQL statement cannot
execute.
Name Resolution When No Global Database Name Is Specified
If a global object name references an object in the local database and a database link name
is not specified using the @ symbol, then the database automatically detects that the object is
local and does not search for or use database links to resolve the object reference. For
example, assume that you issue the following statements:
CONNECT scott/tiger@locdb
SELECT * from scott.emp;
Because the second statement does not specify a global database name using a database link
connect string, the database does not search for database links.
Terminating the Search for Name Resolution
The database does not necessarily stop searching for matching database links when it finds
the first match. The database must search for matching private, public, and network database
links until it determines a complete path to the remote database (both a remote account and
service name).
The first match determines the remote schema as illustrated in the following table:
User Operation

Database Response

Example

Do not specify
the CONNECT clause

Uses a connected user database link

CREATE
DATABASE LINK
k1 USING 'prod'

Do specify the CONNECT
TO ... IDENTIFIED
BY clause

Uses a fixed user database link

CREATE
DATABASE LINK
k2 CONNECT TO
scott IDENTIFIED
BY tiger USING
'prod'

Specify the CONNECT TO
CURRENT_USER clause

Uses a current user database link

CREATE
DATABASE LINK
k3 CONNECT TO
CURRENT_USER
USING 'prod'

Do not specify
the USING clause

Searches until it finds a link specifying a
database string. If matching database links
are found and a string is never identified, the
database returns an error.

CREATE
DATABASE LINK
k4 CONNECT TO
CURRENT_USER
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After the database determines a complete path, it creates a remote session, assuming that an
identical connection is not already open on behalf of the same local session. If a session
already exists, the database reuses it.
Schema Object Name Resolution
After the local Oracle Database connects to the specified remote database on behalf of the
local user that issued the SQL statement, object resolution continues as if the remote user had
issued the associated SQL statement. The first match determines the remote schema
according to the following rules:
Type of Link Specified

Location of Object Resolution

A fixed user database link

Schema specified in the link creation statement

A connected user database link

Connected user's remote schema

A current user database link

Current user's schema

If the database cannot find the object, then it checks public objects of the remote database. If
it cannot resolve the object, then the established remote session remains but the SQL
statement cannot execute and returns an error.
The following are examples of global object name resolution in a distributed database system.
For all the following examples, assume that:
Example of Global Object Name Resolution: Complete Object Name
This example illustrates how the database resolves a complete global object name and
determines the appropriate path to the remote database using both a private and public
database link. For this example, assume the following:





The remote database is named sales.division3.acme.com.
The local database is named hq.division3.acme.com.
A directory server (and therefore, global database links) is not available.
A remote table emp is contained in the schema tsmith.

Consider the following statements issued by scott at the local database:
CONNECT scott/tiger@hq
CREATE PUBLIC DATABASE LINK sales.division3.acme.com
CONNECT TO guest IDENTIFIED BY network
USING 'dbstring';

Later, JWARD connects and issues the following statements:
CONNECT jward/bronco@hq
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CREATE DATABASE LINK sales.division3.acme.com
CONNECT TO tsmith IDENTIFIED BY radio;
UPDATE tsmith.emp@sales.division3.acme.com
SET deptno = 40
WHERE deptno = 10;

The database processes the final statement as follows:
1. The database determines that a complete global object name is referenced
in jward's UPDATE statement. Therefore, the system begins searching in the local
database for a database link with a matching name.
2. The database finds a matching private database link in the schema jward.
Nevertheless, the private database link jward.sales.division3.acme.com does not
indicate a complete path to the remote sales database, only a remote account.
Therefore, the database now searches for a matching public database link.
3. The database finds the public database link in scott's schema. From this public
database link, the database takes the service name dbstring.
4. Combined with the remote account taken from the matching private fixed user
database link, the database determines a complete path and proceeds to establish a
connection to the remote sales database as user tsmith/radio.
5. The remote database can now resolve the object reference to the emp table. The
database searches in the tsmith schema and finds the referenced emp table.
6. The remote database completes the execution of the statement and returns the results
to the local database.
Example of Global Object Name Resolution: Partial Object Name
This example illustrates how the database resolves a partial global object name and
determines the appropriate path to the remote database using both a private and public
database link.
For this example, assume that:








The remote database is named sales.division3.acme.com.
The local database is named hq.division3.acme.com.
A directory server (and therefore, global database links) is not available.
A table emp on the remote database sales is contained in the schema tsmith, but not in
schema scott.
A public synonym named emp resides at remote database sales and points
to tsmith.emp in the remote database sales.
The public database link in "Example of Global Object Name Resolution: Complete
Object Name" is already created on local database hq:
CREATE PUBLIC DATABASE LINK sales.division3.acme.com



CONNECT TO guest IDENTIFIED BY network



USING 'dbstring';
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Consider the following statements issued at local database hq:
CONNECT scott/tiger@hq
CREATE DATABASE LINK sales.division3.acme.com;
DELETE FROM emp@sales
WHERE empno = 4299;

The database processes the final DELETE statement as follows:
1. The database notices that a partial global object name is referenced
in scott's DELETE statement. It expands it to a complete global object name using the
domain of the local database as follows:
2. DELETE FROM emp@sales.division3.acme.com
3.

WHERE empno = 4299;

4.
5. The database searches the local database for a database link with a matching name.
6. The database finds a matching private connected user link in the schema scott, but the
private database link indicates no path at all. The database uses the connected
username/password as the remote account portion of the path and then searches for
and finds a matching public database link:
7. CREATE PUBLIC DATABASE LINK sales.division3.acme.com
8.

CONNECT TO guest IDENTIFIED BY network

9.

USING 'dbstring';

10.
11. The database takes the database net service name dbstring from the public database
link. At this point, the database has determined a complete path.
12. The database connects to the remote database as scott/tiger and searches for and does
not find an object named emp in the schema scott.
13. The remote database searches for a public synonym named emp and finds it.
14. The remote database executes the statement and returns the results to the local
database.
Global Name Resolution in Views, Synonyms, and Procedures
A view, synonym, or PL/SQL program unit (for example, a procedure, function, or trigger)
can reference a remote schema object by its global object name. If the global object name is
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complete, then the database stores the definition of the object without expanding the global
object name. If the name is partial, however, the database expands the name using the domain
of the local database name.
The following table explains when the database completes the expansion of a partial global
object name for views, synonyms, and program units:
User Operation

Database Response

Create a view

Does not expand partial global names. The data dictionary stores the exact text of th
view is parsed.

Create a synonym

Expands partial global names. The definition of the synonym stored in the data dict

Compile a program
unit

Expands partial global names.

What Happens When Global Names Change
Global name changes can affect views, synonyms, and procedures that reference remote data
using partial global object names. If the global name of the referenced database changes,
views and procedures may try to reference a nonexistent or incorrect database. On the other
hand, synonyms do not expand database link names at runtime, so they do not change.
Scenarios for Global Name Changes
For example, consider two databases named sales.uk.acme.com and hq.uk.acme.com. Also,
assume that the sales database contains the following view and synonym:
CREATE VIEW employee_names AS
SELECT ename FROM scott.emp@hr;

CREATE SYNONYM employee FOR scott.emp@hr;

The database expands the employee synonym definition and stores it as:
scott.emp@hr.uk.acme.com

Page 153 of 175

DBMS NOTES

SYMCA

Scenario 1: Both Databases Change Names
First, consider the situation where both the Sales and Human Resources departments are
relocated to the United States. Consequently, the corresponding global database names are
both changed as follows:



sales.uk.acme.com becomes sales.us.acme.com
hq.uk.acme.com becomes hq.us.acme.com

The following table describes query expansion before and after the change in global names:
Query on sales

Expansion Before Change

Expansion After Change

SELECT * FROM
employee_names

SELECT * FROM
scott.emp@hr.uk.acme.com

SELECT * FROM
scott.emp@hr.us.acme.com

SELECT * FROM
employee

SELECT * FROM
scott.emp@hr.uk.acme.com

SELECT * FROM
scott.emp@hr.uk.acme.com

Scenario 2: One Database Changes Names
Now consider that only the Sales department is moved to the United States; Human
Resources remains in the UK. Consequently, the corresponding global database names are
both changed as follows:



sales.uk.acme.com becomes sales.us.acme.com
hq.uk.acme.com is not changed

The following table describes query expansion before and after the change in global names:
Query on sales

Expansion Before Change

Expansion After Change

SELECT *
FROM
employee_names

SELECT * FROM
scott.emp@hr.uk.acme.com

SELECT * FROM
scott.emp@hr.us.acme.com

SELECT *
FROM employee

SELECT * FROM
scott.emp@hr.uk.acme.com

SELECT * FROM
scott.emp@hr.uk.acme.com

In this case, the defining query of the employee_names view expands to a nonexistent global
database name. On the other hand, the employee synonym continues to reference the correct
database, hq.uk.acme.com.
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Distributed DBMS - Controlling Concurrency
Concurrency controlling techniques ensure that multiple transactions are executed
simultaneously while maintaining the ACID properties of the transactions and serializability
in the schedules.
In this chapter, we will study the various approaches for concurrency control.
Locking Based Concurrency Control Protocols
Locking-based concurrency control protocols use the concept of locking data items. A lock is
a variable associated with a data item that determines whether read/write operations can be
performed on that data item. Generally, a lock compatibility matrix is used which states
whether a data item can be locked by two transactions at the same time.
Locking-based concurrency control systems can use either one-phase or two-phase locking
protocols.
One-phase Locking Protocol
In this method, each transaction locks an item before use and releases the lock as soon as it
has finished using it. This locking method provides for maximum concurrency but does not
always enforce serializability.
Two-phase Locking Protocol
In this method, all locking operations precede the first lock-release or unlock operation. The
transaction comprise of two phases. In the first phase, a transaction only acquires all the locks
it needs and do not release any lock. This is called the expanding or the growing phase. In
the second phase, the transaction releases the locks and cannot request any new locks. This is
called the shrinking phase.
Every transaction that follows two-phase locking protocol is guaranteed to be serializable.
However, this approach provides low parallelism between two conflicting transactions.
Timestamp Concurrency Control Algorithms
Timestamp-based concurrency control algorithms use a transaction’s timestamp to coordinate
concurrent access to a data item to ensure serializability. A timestamp is a unique identifier
given by DBMS to a transaction that represents the transaction’s start time.
These algorithms ensure that transactions commit in the order dictated by their timestamps.
An older transaction should commit before a younger transaction, since the older transaction
enters the system before the younger one.
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Timestamp-based concurrency control techniques generate serializable schedules such that
the equivalent serial schedule is arranged in order of the age of the participating transactions.
Some of timestamp based concurrency control algorithms are −


Basic timestamp ordering algorithm.



Conservative timestamp ordering algorithm.



Multiversion algorithm based upon timestamp ordering.

Timestamp based ordering follow three rules to enforce serializability −


Access Rule − When two transactions try to access the same data item simultaneously,
for conflicting operations, priority is given to the older transaction. This causes the
younger transaction to wait for the older transaction to commit first.



Late Transaction Rule − If a younger transaction has written a data item, then an
older transaction is not allowed to read or write that data item. This rule prevents the
older transaction from committing after the younger transaction has already
committed.



Younger Transaction Rule − A younger transaction can read or write a data item that
has already been written by an older transaction.

Optimistic Concurrency Control Algorithm
In systems with low conflict rates, the task of validating every transaction for serializability
may lower performance. In these cases, the test for serializability is postponed to just before
commit. Since the conflict rate is low, the probability of aborting transactions which are not
serializable is also low. This approach is called optimistic concurrency control technique.
In this approach, a transaction’s life cycle is divided into the following three phases −


Execution Phase − A transaction fetches data items to memory and performs
operations upon them.



Validation Phase − A transaction performs checks to ensure that committing its
changes to the database passes serializability test.



Commit Phase − A transaction writes back modified data item in memory to the disk.

This algorithm uses three rules to enforce serializability in validation phase −
Rule 1 − Given two transactions Ti and Tj, if Ti is reading the data item which Tj is writing,
then Ti’s execution phase cannot overlap with Tj’s commit phase. Tj can commit only after
Ti has finished execution.
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Rule 2 − Given two transactions Ti and Tj, if Ti is writing the data item that Tjis reading, then
Ti’s commit phase cannot overlap with Tj’s execution phase. Tjcan start executing only after
Ti has already committed.
Rule 3 − Given two transactions Ti and Tj, if Ti is writing the data item which Tj is also writing,
then Ti’s commit phase cannot overlap with Tj’s commit phase. Tj can start to commit only
after Ti has already committed.
Concurrency Control in Distributed Systems
In this section, we will see how the above techniques are implemented in a distributed database
system.
Distributed Two-phase Locking Algorithm
The basic principle of distributed two-phase locking is same as the basic two-phase locking
protocol. However, in a distributed system there are sites designated as lock managers. A lock
manager controls lock acquisition requests from transaction monitors. In order to enforce coordination between the lock managers in various sites, at least one site is given the authority
to see all transactions and detect lock conflicts.
Depending upon the number of sites who can detect lock conflicts, distributed two-phase
locking approaches can be of three types −


Centralized two-phase locking − In this approach, one site is designated as the central
lock manager. All the sites in the environment know the location of the central lock
manager and obtain lock from it during transactions.



Primary copy two-phase locking − In this approach, a number of sites are designated
as lock control centers. Each of these sites has the responsibility of managing a defined
set of locks. All the sites know which lock control center is responsible for managing
lock of which data table/fragment item.



Distributed two-phase locking − In this approach, there are a number of lock
managers, where each lock manager controls locks of data items stored at its local site.
The location of the lock manager is based upon data distribution and replication.

Distributed Timestamp Concurrency Control
In a centralized system, timestamp of any transaction is determined by the physical clock
reading. But, in a distributed system, any site’s local physical/logical clock readings cannot
be used as global timestamps, since they are not globally unique. So, a timestamp comprises
of a combination of site ID and that site’s clock reading.
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For implementing timestamp ordering algorithms, each site has a scheduler that maintains a
separate queue for each transaction manager. During transaction, a transaction manager sends
a lock request to the site’s scheduler. The scheduler puts the request to the corresponding
queue in increasing timestamp order. Requests are processed from the front of the queues in
the order of their timestamps, i.e. the oldest first.
Conflict Graphs
Another method is to create conflict graphs. For this transaction classes are defined. A
transaction class contains two set of data items called read set and write set. A transaction
belongs to a particular class if the transaction’s read set is a subset of the class’ read set and
the transaction’s write set is a subset of the class’ write set. In the read phase, each transaction
issues its read requests for the data items in its read set. In the write phase, each transaction
issues its write requests.
A conflict graph is created for the classes to which active transactions belong. This contains a
set of vertical, horizontal, and diagonal edges. A vertical edge connects two nodes within a
class and denotes conflicts within the class. A horizontal edge connects two nodes across two
classes and denotes a write-write conflict among different classes. A diagonal edge connects
two nodes across two classes and denotes a write-read or a read-write conflict among two
classes.
The conflict graphs are analyzed to ascertain whether two transactions within the same class
or across two different classes can be run in parallel.
Distributed Optimistic Concurrency Control Algorithm
Distributed optimistic concurrency control algorithm extends optimistic concurrency control
algorithm. For this extension, two rules are applied −
Rule 1 − According to this rule, a transaction must be validated locally at all sites when it
executes. If a transaction is found to be invalid at any site, it is aborted. Local validation
guarantees that the transaction maintains serializability at the sites where it has been executed.
After a transaction passes local validation test, it is globally validated.
Rule 2 − According to this rule, after a transaction passes local validation test, it should be
globally validated. Global validation ensures that if two conflicting transactions run together
at more than one site, they should commit in the same relative order at all the sites they run
together. This may require a transaction to wait for the other conflicting transaction, after
validation before commit. This requirement makes the algorithm less optimistic since a
transaction may not be able to commit as soon as it is validated at a site.
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Distributed DBMS - Database Recovery
In order to recuperate from database failure, database management systems resort to a number
of recovery management techniques. In this chapter, we will study the different approaches
for database recovery.
The typical strategies for database recovery are −


In case of soft failures that result in inconsistency of database, recovery strategy
includes transaction undo or rollback. However, sometimes, transaction redo may also
be adopted to recover to a consistent state of the transaction.



In case of hard failures resulting in extensive damage to database, recovery strategies
encompass restoring a past copy of the database from archival backup. A more current
state of the database is obtained through redoing operations of committed transactions
from transaction log.

Recovery from Power Failure
Power failure causes loss of information in the non-persistent memory. When power is
restored, the operating system and the database management system restart. Recovery
manager initiates recovery from the transaction logs.
In case of immediate update mode, the recovery manager takes the following actions −


Transactions which are in active list and failed list are undone and written on the abort
list.



Transactions which are in before-commit list are redone.



No action is taken for transactions in commit or abort lists.

In case of deferred update mode, the recovery manager takes the following actions −


Transactions which are in the active list and failed list are written onto the abort list.
No undo operations are required since the changes have not been written to the disk
yet.



Transactions which are in before-commit list are redone.



No action is taken for transactions in commit or abort lists.

Recovery from Disk Failure
A disk failure or hard crash causes a total database loss. To recover from this hard crash, a
new disk is prepared, then the operating system is restored, and finally the database is
recovered using the database backup and transaction log. The recovery method is same for
both immediate and deferred update modes.
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The recovery manager takes the following actions −


The transactions in the commit list and before-commit list are redone and written onto
the commit list in the transaction log.



The transactions in the active list and failed list are undone and written onto the abort
list in the transaction log.

Checkpointing
Checkpoint is a point of time at which a record is written onto the database from the buffers.
As a consequence, in case of a system crash, the recovery manager does not have to redo the
transactions that have been committed before checkpoint. Periodical checkpointing shortens
the recovery process.
The two types of checkpointing techniques are −


Consistent checkpointing



Fuzzy checkpointing

Consistent Checkpointing
Consistent checkpointing creates a consistent image of the database at checkpoint. During
recovery, only those transactions which are on the right side of the last checkpoint are undone
or redone. The transactions to the left side of the last consistent checkpoint are already
committed and needn’t be processed again. The actions taken for checkpointing are −


The active transactions are suspended temporarily.



All changes in main-memory buffers are written onto the disk.



A “checkpoint” record is written in the transaction log.



The transaction log is written to the disk.



The suspended transactions are resumed.

If in step 4, the transaction log is archived as well, then this checkpointing aids in recovery
from disk failures and power failures, otherwise it aids recovery from only power failures.
Fuzzy Checkpointing
In fuzzy checkpointing, at the time of checkpoint, all the active transactions are written in the
log. In case of power failure, the recovery manager processes only those transactions that were
active during checkpoint and later. The transactions that have been committed before
checkpoint are written to the disk and hence need not be redone.
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Example of Checkpointing
Let us consider that in system the time of checkpointing is tcheck and the time of system crash
is tfail. Let there be four transactions Ta, Tb, Tc and Td such that −
1.
2.
3.
4.

Ta commits before checkpoint.
Tb starts before checkpoint and commits before system crash.
Tc starts after checkpoint and commits before system crash.
Td starts after checkpoint and was active at the time of system crash.

The situation is depicted in the following diagram −

The actions that are taken by the recovery manager are −


Nothing is done with Ta.



Transaction redo is performed for Tb and Tc.



Transaction undo is performed for Td.

Transaction Recovery Using UNDO / REDO
Transaction recovery is done to eliminate the adverse effects of faulty transactions rather than
to recover from a failure. Faulty transactions include all transactions that have changed the
database into undesired state and the transactions that have used values written by the faulty
transactions.
Transaction recovery in these cases is a two-step process −


UNDO all faulty transactions and transactions that may be affected by the faulty
transactions.



REDO all transactions that are not faulty but have been undone due to the faulty
transactions.
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Steps for the UNDO operation are −
1. If the faulty transaction has done INSERT, the recovery manager deletes the data item(s)
inserted.
2. If the faulty transaction has done DELETE, the recovery manager inserts the deleted data
item(s) from the log.
3. If the faulty transaction has done UPDATE, the recovery manager eliminates the value by
writing the before-update value from the log.
4. Steps for the REDO operation are −
5. If the transaction has done INSERT, the recovery manager generates an insert from the log.
6. If the transaction has done DELETE, the recovery manager generates a delete from the log.
7. If the transaction has done UPDATE, the recovery manager generates an update from the
log.
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UNIT 7
OBJECT DATABASE SYSTEM







Structured data types
A structured data type can be used as the type for a column in a regular table
(Listings 1 and 2), the type for an entire table (or view), or as an attribute of another
structured type (Listing 3). When used as the type for a table, the table is known as a typed
table (Listing 3).
You can create a table with structured type columns in the same way that you would create a
table using only DB2 built-in data types. In both cases, you must assign a data type to every
column in the table. If the column is a structured type column, you specify the name of the
structured type as its data type (Listing 1).
Structured data types exhibit a behavior known as inheritance. A structured type can
have subtypes, other structured types that reuse all of its attributes and contain their own
specific attributes. The type from which a subtype inherits attributes is known as
its supertype. A type hierarchy is a set of subtypes that are based on the same supertype; the
pre-eminent supertype in a hierarchy is known as the root type of the hierarchy.
Use the CREATE TYPE statement to create a structured type, and use the DROP statement to
delete a structured type.
When you create a structured type, DB2 automatically creates a constructor function for the
type and creates both mutator and observer methods for the attributes of the type. You can
use the constructor function and the mutator method to create instances of the structured type,
and then you can insert these instances into the column of a table.
The constructor function has the same name as the structured type with which it is associated.
The constructor function has no parameters and returns an instance of the type with all of its
attributes set to null values.
A mutator method exists for each attribute of a structured type. When you invoke a mutator
method on an instance of a structured type and specify a new value for its associated
attribute, the method returns a new instance with the attribute updated to the new value.
An observer method exists for each attribute of a structured type. When you invoke an
observer method on an instance of a structured type, the method returns the value of the
attribute for that instance.
To invoke a mutator or observer method on an instance of a structured type, use the doubledot (..) operator (Listings 1, 2, and 3).
Inheritance Object Model Concept
Inheritance in the object model is a means of defining one class in terms of another. This is
common usage for most of us. For example, a conifer is a type of tree. There are certain
characteristics that are true for all trees, yet there are specific characteristics for conifers.
Note that in an object model, there is no distinction in usage between system pre-defined
types and user-defined types. This is known as extensibility. So it is possible to define a type
as a sub-type of a system type or as a sub-type of a user-define type.
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In this example, a Student is a type of Person. Likewise, a Employee is a type of Person. Both
Student and Employee inherit all the attributes and methods of Person. Student has a locally
defined student ID attribute. Employee has a locally defined employee ID attribute.
So, if you would look at a Student object, you would see attributes of name, date of birth,
parents, children, and student ID.
Inheritance
Inheritance enables you to share attributes between objects such that a subclass inherits
attributes from its parent class. Oracle AS Top Link provides several methods to preserve
inheritance relationships, and enables you to override mappings that are specified in a super
class, or to map attributes that are not mapped in the super class. Subclasses must include the
same database field (or fields) as the parent class for their primary key (although the primary
key can have different names in these two tables). As a result, when you are mapping
relationships to a subclass stored in a separate table, the subclass table must include the
parent table primary key, even if the subclass primary key differs from the parent primary
key.
This section describes Oracle AS Top Link inheritance, and introduces several topics and
techniques to leverage inheritance in your own applications, including:







Understanding Object Inheritance
Representing Inheritance in the Database
Class Types
Class Indicators
Class Extraction Methods
Entity Bean Inheritance Restrictions
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Understanding Object Inheritance
Consider a simple database used by a courier company. It contains registration information
for three types of vehicles: trucks, cars, and bicycles. For each vehicle type, your application
requires the following information:




VID (Vehicle Identification)
LastMaint (mileage since last maintenance)
LoadCap (load capacity)

If these are all the attributes shared by all vehicles in the application, then these attributes
must all appear in the super class, Vehicle. You can then build subclasses for each of the
vehicle types that reflects their differences. For example, the Truck class may have an
attribute indicating whether the local department of transportation considers it to be a
commercial vehicle (NumAxles), the Car class may require a NumPass (number of
passengers) attribute, and the Bicycle class, by virtue of its more limited range, may require a
Location attribute. Through inheritance, each vehicle automatically inherits the basic vehicle
information, but by being separate subclasses, also have unique characteristics.
Figure 3-6 Inheritance in a Courier Application

Representing Inheritance in the Database
You can represent inheritance in the database in one of two ways:



Multiple tables that represent the parent class and each child class
A single table that comprises the parent and all child classes
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Figure 3-7 Inheritance in the Database in Individual Tables

If your database already represents the objects in the inheritance hierarchy this way, you can
map the objects and relationships without modifying the tables. However, it is most efficient
to represent all classes from a given inheritance hierarchy in a single table, because it
substantially reduces the number of table reads and eliminates joins when querying on objects
in the hierarchy.
Figure 3-8 Inheritance in the Database in a Single Table

To consolidate tables in the database this way, determine the class type of the objects
represented by the rows in the table. There are two ways to determine class type:


If you can add columns to the database table, add a class indicator column that
represents the vehicle class type (Truck, Car, or Bicycle).
For more information about class indicators, see "Class Indicators".



If you cannot modify the table, build a class extraction method that executes an
appropriate login to determine the class type.
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For more information about class extraction methods, see "Class Extraction
Methods".
Class Types
The OracleAS TopLink inheritance hierarchy includes three types of classes:




Root Class
Branch Class
Leaf Class

Figure 3-9 Inheritance Hierarchy Class Types

Root Class
The root class stores information for all instantiable classes in its subclass hierarchy. By
default, queries performed on the root class return instances of the root class and its
instantiable subclasses. However, you can also configure the root class to return only
instances of itself, without instances of its subclasses when queried. All class types beneath
the root class inherit from the root class.
Branch Class
Branch classes have a persistent superclass and subclasses. By default, queries performed on
the branch class return instances of the branch class and any of its subclasses. As with the
root class, you can configure the branch class to return only instances of itself, without
instances of its subclasses when queried. All classes below the branch class inherit attributes
from the branch class, including any attributes the branch class inherits from classes above it
in the hierarchy.
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Leaf Class
Leaf classes have a persistent superclass in the hierarchy, but do not have subclasses. Queries
performed on the leaf class return only instances of the leaf class.
Class Indicators
A class indicator is a mechanism for determining the class or type of an object. For example,
a Person table may include an indication of whether the person represented by the table row
is an Employee or a Manager. Use the class indicator to select the appropriate subclass to be
instantiated from a set of available subclasses.
Class Indicator Field
A class indicator field is a number or string stored in a database table that indicates the class
or type of an object. OracleAS TopLink uses this information to determine the correct type of
object to instantiate when building an object from that data in the row. For example,
an EMPLOYEE table may contain a field, the value of which indicates whether the employee
is permanent or contract, and determines whether OracleAS TopLink instantiates
a PermanentEmployee object or a ContractEmployee object.
You can use strings or numbers as values in the class indicator field in the database. The root
class descriptor must specify how the value in the class indicator field translates into the class
to be instantiated.
Class Indicators and Mappings
Class indicator fields do not have an associated direct mapping unless the mapping is set to
read-only. Mappings defined for the write-lock or class indicator field must be read-only,
unless the write-lock is configured not to be stored in the cache, and the class indicator is part
of the primary key.
For more information about transformation mappings, see "Transformation Mappings".
Class Extraction Methods
Class extraction enables you to determine the correct class type to instantiate from a table that
includes several classes. Unlike a class indicator, however, a class extraction method does not
rely on a single column in the table to determine class type. Instead, you can apply logic to
the information in several fields to determine class type.
This method is useful when you use a legacy database with a new application. Table 31 illustrates a sample use of the class extraction method.
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Table 3-1 Sample Use of the Class Extraction Method
ID

NAME

JOB_TYPE

JOB_TITLE

732

Bob Jones

1

Manager

733

Sarah Smith

3

Technical Writer

734

Ben Ng

2

Director

735

Sally Johnson

3

Programmer

The inheritance hierarchy is designed such that Employee is the root class, and Director is a
branch class that inherits from Employee. All employees, other than directors, are represented
as instances of Employee, but directors must be represented by an instance of the Director
class. Because values other than 2 can appear in the JOB_TYPE field, you cannot use the
class indicator mechanism of OracleAS TopLink for mapping this data.
To resolve this, add a class extraction method to the root class, Employee. The method
executes custom logic to determine the correct class to instantiate. The method is static,
returns a Class object, and takes DatabaseRow as a single parameter.
Example 3-24 Simple Class Extraction Method
// Return the Director class for TYPE values of 2,
// Employee class for any other value
public static Class getClassFromRow(DatabaseRow row) {
if (row.get("JOB_TYPE").equals(new Integer(2)) {
return Director.class;
}
else { return Employee.class;
}
}

This simple case enables you to determine whether the selected person is of the Director class
or the Employee class. You can also implement complex logic that combines information
from several columns in the table to infer class type. For example, consider a table that
represents vehicles in a municipal vehicle pool.
Table 3-2 Gross Vehicle Weight and Number of Axles Example
Gross Vehicle Weight

Number Of Axles

2650

3

800

2

2730

2

2400

2
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Gross Vehicle Weight

Number Of Axles

3580

4

Although there is no direct indication of vehicle type in the data, you can build logic into a
class extraction method to infer the vehicle type. This is made easier if you are familiar with
the available types in the database. In this example, you can use a class extraction method to
implement the following logic:




If NumberOfAxles is greater than 2, then return the class HeavyTruck.
If NumberOfAxles is 2 or less and GrossVehicleWeight is greater than 1000, then
return the class type PassengerVehicle.
In all other cases, return the class Motorcycle.

Example 3-25 Complex Class Extraction Method
public static Class getClassFromRow(DatabaseRow row) {
if (row.get("NumberOfAxles").intValue()>2){
return HeavyTruck.class;
}
else {
if (row.get("GrossVehicleWeight").intValue()>1000) {
return PassengerVehicle.class;
}
else { return Motorcycle.class;
}
}
}

In addition to implementing logic to determine object class, you can use class extraction
methods to execute other methods unrelated to class determination. This is an unusual use for
class extraction methods, but, provided that the method ultimately returns a class type, it is
possible.
To implement the class extraction method in OracleAS TopLink Mapping Workbench, open
the inheritance settings for the root descriptor in the subclass hierarchy (EMPLOYEE in this
case), and select the class extraction method in the Use Class Extraction Method box.
Entity Bean Inheritance Restrictions
The following restrictions apply to entity beans when using inheritance:




The Home interfaces cannot inherit. The findByPrimaryKey method must be
overloaded to have the correct return type, but this is not allowed. Because of this,
inheritance is not applicable to the Home interfaces.
The primary key of the subclass must be the same as that of the parent class.
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Operations
In an RDBMS operators for manipulating tables are done using SQL and PL/SQL
procedures. An object-relational database system must also provide operators for
manipulating objects. These operators are provided through extensions to SQL to include
operations on objects, vendor specific database functions, and PL/SQL procedures. These
operators include functionality to create, insert,
SQL>create type ADDRESS TYPE as object(
person id varchar2(10),
street varchar2(25),
city varchar2(25),
state varchar2(2),
zip varchar2(9) );

SQL>create type NAME TYPE as object(
person id varchar2(10),
first name varchar2(15),
middle name varchar2(10),
last name varchar2(15) );

SQL>create type PERSON TYPE as object(
nameNAME TYPE,
addressADDRESS TYPE);

SQL>create table OBJ PERSON TABLE of PERSON TYPE(
constraint person pk primary key(person id));

SQL>alter table OBJ PERSON TABLE add constraint person pk foreign key(
address.person id) referencing OBJ PERSON TABLE(person id) ;
and update objects, alter and drop object types in addition to functions to compare objects,
convert user-defined types to another type, and reference and deference object references.
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Operators provided by the SQL standard include select, update, alter, create, and delete
statements that contain clauses used to manipulate object types, in addition to functions
CAST, TREAT, DEREF, VALUE, IS OF TYPE.
The function CAST converts one built-in datatype or object type value into another built-in
datatype or object type [31]. This is similar to casting in OOPLs.
The function TREAT allows you to change the declared type of a SQL expression argument,
as shown in Figure 3.55. TREAT is useful when converting a supertype
SQL>alter table OBJ ADDRESS TABLE drop constraint address fk;
SQL>insert into OBJ ADDRESS TABLE values (
’111 A street’,’Los Osos’,’CA’,’93412’,1111111112 ); 1 row inserted
SQL>create table OBJ PERSON TABLE of PERSON TYPE (
constraintdobck check(dob>’1-JAN-1900’) );
Table created
SQL>insert into OBJ PERSON TABLE values (
NAME TYPE(’george’, ’D’, ’Doe’),
ADDRESS TYPE(’2 street’, ’city’, ’CA’, ’99999’),
’12-DEC-1865’ );

ORA-02290: check constraint (OBJ USER.DOB CK) violated to a more specialized subtype.
The DEREF function returns the values in an object instance referenced by a REF. For
example, the DEREF SQL statement select DEREF(c.instructor) from OBJ COURSE c using
the obj course table schema to return values in the OBJ INSTRUCTOR object instances. In
comparison, the SQL statement select c.instructor from OBJ COURSE c returns the OID
reference to the OBJ INSTRUCTOR object. The VALUE function treats a row as an object
and returns the attributes for the object within a constructor for the object type. An example
of using the VALUE function is shown In Figure 3.56. In addition, Figure 3.55 shows an
example of the function IS OF VALUE which has the key words IS OF TYPE (type name) or
IS OF (only type name) . This function is useful when specialized subtypes are selected from
a supertype table.
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SQL>drop table OBJ PERSON TABLE;
Table dropped
SQL>create table OBJ PERSON TABLE of PERSON TYPE (
constraint state ck check(address.state in (’CA’,’WA’,’OR’) );
Table created
SQL>insert into OBJ PERSON TABLE values (
NAME TYPE(’Jane’, ’D’, ’Doe’),
ADDRESS TYPE(’
2 B street’, ’Los Osos’, ’CA’, ’93412’),
’12-DEC-1969’ );
1 row inserted
SQL>insert into OBJ PERSON TABLE values (
NAME TYPE(’Jane’, ’D’, ’Doe’),
ADDRESS TYPE(’2 street’, ’Las Vegas’, ’NV’, ’99999’),
’12-DEC-1969’ );
ORA-02290:
check constraint (OBJ USER.STATE CK) violated
The last two SQL object operators are the map and order functions. SQL data types such as
varchar2 or number have a predefined order that is used for comparison. In order to perform
object comparisons either a map or order method must be implemented. A map method
compares objects by mapping an object instance to a SQL scalar data type such as NUMBER.
Once a map method is defined, it can be used in less-than and greater-than comparisons in
addition to GROUP BY, UNION and ORDER BY clauses. An order method compares
objects instances without mapping them to scalar SQL types. Each order method has one
parameter of the object type that is being compared. The return value from an order method is
either -1, 0, or 1 which indicates less than, equal, or greater than respectively.
SQL>create table OBJ PERSON TABLE of PERSON TYPE;
Table created
SQL>alter table OBJ PERSON TABLE add constraint state ck
check (address.state in (’CA’));
Table altered
SQL>insert into OBJ PERSON TABLE values (
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NAME TYPE(’Jane’, ’D’, ’Doe’),
ADDRESS TYPE(’2 street’, ’Las Vegas’, ’NV’, ’99999’),
’12-DEC-1969’ );
ORA-02290: check constraint (OBJ USER.STATE CK) violated
To avoid conflicts, only a map method or an order method can be defined for an object type,
not both.
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